



























































































































































































































































































































































































































































START 256
000100 05 FO BEGIN BALR 15,0
000102 USING #,15
000102 58 30 F 026 L 3,4FIRST FIRST NUMBER TO BE DOUBLED
000106 58 €0 F 022 L 14,ADSR1 SUBRCOUTINE ADDRESS
000104 05 DE BALR 13,14 LINKAGE - RETURN ADDRESS GOES INTO 13
00010C 0A 00 svC 0 ERROR RETURN - SUPERVISOR CALL
00010E 50 30 F O2E ST 3,ANS1 RETURN POINT FROM SUBROUTINE
000112 58 30 F 02A L 3,SECOND SECOND NUMBER TO BE DOUBLED
000116 58 EO F 022 L 14,ADSR1 SUBROUTINE ADDRESS AGAIN
00011A 05 DE BALR 13,14 LINKAGE
00011C 0A 00 svC 0 ERROR RETURN - SUPERVISOR CALL
00011E 50 30 F 032 ST 3,ANS2 STORE SECOND RESULT
000122 0A 00 SVC 0 SUPERVISGR CALL - PROGRAM TERMINATION
000124 00000138 ADSR1 DC A{SR1) SUBROUTINE ADDRESS
000128 00000010 FIRST DC Fele®
00012C TFFFFFFF SECOND OC X*TFFFFFFF*
0001130 ANS1 DS F
000134 ANS2 DS F
-
L] THIS IS THE END OF THE MAIN PROGRAM
. THE SUBROUTINE BEGINS WITH THE USING, BUT THE LABEL MUST GO ON
- THE FIRST INSTRUCTION
L
000138 USING =,14
000138 88 30 0 001 SR1 SLA 3,1 THIS IS THE ONLY PROCESSING INSTRUCTION
00013C 07 10 BCR 1,13 GO TO ERROR RETURN IF OVERFLOW
00013€ 47 FO D 002 B8C 15,2(0,13) UNCONDT IONAL BRANCH TO MAIN PROGRAM
END BEGIN

Figure 93. A program containing a subroutine, showing a subroutine linkage with an error return

13. This is easily done with a Branch on Condition
instruction that uses register 13 for a base register and
has a displacement of 2.

Figure 94 shows the information dumped at the end
of execution of the program, with the new values for
FIRST and SECOND noted. A doubled value for
SECOND has not been stored, since the error return
was taken and the second Store instruction was never
reached.

000C0010 TFFFFFFF 00000020

Figure 94. Values of FIRST, SECOND, and ANSI1, respective-
ly, after execution of the program in Figure 93.
ANS2 was not computed because the error return
was taken for SECOND.

So far we have seen the linkage mechanism in ac-
tion, with a variation that allows a choice between two
return points. But there was a significant simplifica-
tion in that the communication of data and results was
handled by agreement on a register to be used for the
purpose. This is probably not typical, and it is cer-
tainly not always acceptable. We need, rather, to be
able to specify data and data addresses in some much
more flexible manner. The most common such tech-
nique is to write the data and/or data addresses in
the instruction stream immediately following the
BALR, from which the subroutine can readily obtain
them. Let us see, by means of an example, how this
might be done. The example this time is representative

of something that might actually be done with a sub-
routine. We shall be able to use this example through
the rest of this publication, including the sections on
subprograms.

We have in storage a group of fullwords in consecu-
tive fullword locations. The list is described by its
starting address and the mumber, n, of entries. These
two parameters are to be communicated to the sub-
routine, along with the address at which it should
store, after computing it, the average of the numbers.

There are several possible ways to give the neces-
sary information to the subroutine. We choose one
that is representative. Immediately following the
BALR that branches to the subroutine, there will be a
calling sequence giving, in order, the address of the
first word of the list, the value of n as a fullword, and
the address where the average should be stored. A
typical calling sequence might be:

BALR 13,14

DC A(LIST1)
DC F4

DC A(AVERI)

The subroutine will be required to pick up the infor-
mation it needs from this calling sequence, which it
can do since it has in register 13 the address of the first
word after the BALR. The return from the subroutine
will, of course, have to be to the instruction after the
calling sequence, or twelve bytes beyond what is in
register 13.

But what if the instruction before the BALR ended
on a fullword boundary? Then the BALR (a two-byte
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instruction) would occupy the first two bytes of the
next word. The assembler, since it automatically aligns
on a fullword boundary an A-type constant for which
no length is specified, would skip two bytes before
locating the A-type constant. When the BALR is exe-
cuted, register 13 would contain the address of the
byte following the BALR instruction, but this address
would not be the address of the first byte of the A-type
constant. This would cause a problem because the
subroutine counts on register 13 containing the ad-

dress of that constant.

Solving this problem is the function of the assembler
instruction Conditional No-Operation (CNOP). Just
before the BALR we shall write the instruction

CNOP 24
If, when the assembler reaches the BALR, the loca-
tion counter is already set to a value that is two (2)
greater than a fullword (4) boundary, the CNOP is
ignored. If, on the other hand, this is not true, the
assembler inserts a Branch on Condition (BCR) in-
struction with a mask of zero, which never causes a
branch regardless of the condition code. This BCR
instruction, then, is equivalent to a no-operation. Its
presence will put the BALR where required to cause
the calling sequence to be located immediately fol-
lowing the BALR.
Let us turn to the program in Figure 95 to see all
this in context.

START 256
000100 05 FO BEGIN BALR 15,0
000102 Lome .'liosnz BRANCH ADDRESS
7 L 14,
888%82 26 FOF 012 CNOP 2,4 CONDITIONAL NO-OP FOR ALIGNMENT
000106 05 DE BALR 13,14 LINK TO SUBROUTINE
000108 00000144 DC A(LISTL) CALLING SEQUENCE - DATA ADDRESS
00010C 06000004 oC F'4 HOW MANY
000110 0000016C oc A(AVER1) ADDRESS OF RESULT
00114 58 EO F 036 L 14.A OTHER PROCESSING
000118 SA EO F 03A A 14,8 X
00011C 50 EO F O3E ST 14,C X
000120 58 EO F 072 L 14,ADSR2 BRANCH ADDRESS
000124 CNOP 2,4 CONDITIONAL NO-0OP FOR ALIGNMENT
000124 07 00 BCR 0,0
000126 05 DE BALR 13,14 LINK TO SUBROUTINE
000128 00000154 oc A(LIST2) CALLING SEQUENCE - DATA ADDRESS
00012C 00000006 DC Fr6* HOW MANY
000130 00000170 DC A(AVER2) ADDRESS OF RESULY
000134 0A 00 sVC 0 PROGRAM TERMINATION
000138 00000038 A DC F56°
00013C 0000004D 8 DC FIT7°
000140 c DS F
000144 0000000 A LISTL DC F'10*
000148 0000000C DC Fr12*
00014C 00000013 DC F'19¢
00015C 0000000F DC F'15¢
000154 00000008 LIST2 DC Fell®
000158 00000002 oC Fe2¢
00015C 00000004 oC Fla!
000160 FFFFFFFD oC Fe-3¢
000164 00000005 oC F5e
000168 FFFFFFFF DC Fr-17
00016C AVERLl DS F
000170 AVERZ DS F
000174 00000178 ADSR2 DC A(AVER)
-
- THE END OF THE MAIN ROUTINE
-
000178 USING #,14
000178 90 27 E 04C AVER STM 2+TTEMP SAVE REGISTERS
00017C 58 SD 0 00G L 5,0(13) STARTING ADDRESS
00018C 41 60 O 004 LA 6,4 INCREMENT
000184 58 4D C CO04 L 4,4(13) N
00c188 18 74 LR T4 N
00018A 58 70 £ 03C S T,0NE N-1
00018E 88 70 0 002 SLA 7,2 4(N-1)
000192 1A 75 AR 745 LIMIT
000194 18 22 SR 242 CLEAR TO ZERO
000196 18 33 SR 3,3 CLEAR TO ZERD
000198 5A 35 0 000 LoOP A 3,0(5) ADD A VALUE FROM LIST
00019C 87 56 £ 020 BXLE 5,6,L00P
0001A0 10 24 DR 2:4 DIVIDE BY N
0001A2 58 5D 0 008 L S,8(13) PICK UP ADDRESS OF RESULT
000146 50 35 0 000 ST 3,0(5) STORE RESULT
0001AA 98 27 E 040 LM 2,7+ TEMP RESTORE REGISTERS
0001 AE 47 FD 0 00C BC 15,12(13) RETURN TO MAIN PROGRAM
000184 0C000001 ONE nC Fole
000188 TEMP DS 6F
END BEGIN

Figure 95. A program containing a subroutine to compute the average of a list of numbers
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After the usual preliminaries we load register 14
with the subroutine address. The Conditional No Op
in this case has no effect; we see that the BALR is al-
ready located as described by the CNOP (that is, it
starts on the second byte of a four-byte fullword), and
the DC is thus on a fullword boundary without skip-
ping any space between the BALR and the address.
The starting address is given as LIST1, there are said
to be four entries in the list, and the average should be
stored at AVERL. At execution time, the BALR
branches to the subroutine without, of course, trying
to execute the calling sequence as instructions, which
they are not.

In the subroutine we begin with a Store Multiple
instruction that saves the contents of the registers
that will be used by the subroutine. This is normal
practice; it is almost never the case that any registers
are assumed to be available to the subroutine without
first saving their contents.

The thing the subroutine must do is to get the ad-
dress of the first word of the list of numbers to be
averaged. This is easily done by using a Load instruc-
tion in which the effective address is simply the con-
tents of register 13. After execution of this Load, reg-
ister 5 contains the address of the first word of the
list. Stepping through the list will be done with a
Branch on Index Low or Equal instruction (BXLE),
so we proceed to set up the other parameters required.
Register 6 is accordingly loaded with 4, the increment
between loop repetitions. With register 6 containing
the increment, register 7 must contain the final ad-
dress. This is: the starting address, plus four times one
less than the number of entries. We load register 4
with the contents of the fullword that is four bytes
beyond the address in register 13; this is the second
word of the calling sequence, giving the number of
entries. It is to be left in register 4 for computing the
average later. For the loop purposes we move it to
register 7, subtract 1, shift left two places (in effect
multiplying by four), and add the starting address.
After clearing registers 2 and 3 we are ready to go
into the loop.

The Add instruction at LOOP uses as its address the
contents of register 5, which is the index of the loop.
Between loop repetitions, register 5 is incremented by
the contents of register 6, which we set to be 4. The
looping stops when all entries in the list have been
added to register 3.

Now we are ready to compute the average, which

is a simple matter of dividing the contents of registers
2 and 3 (the sum of all the numbers in the list) by the
contents of register 4 (the number of entries in the
list). A Divide Register instruction (DR) can be used
to advantage. The quotient is the average, which is
left in register 3. We are now ready to store the aver-
age; where does it go? The answer is to be found by
looking at the fullword address that is eight bytes
beyond the contents of register 13; the address of the
average is placed in register 5 by the Load. A Store
instruction using this address now completes the work
of the subroutine. We restore the registers that had
been saved and branch back to the main routine. We
re-enter the main routine just after the calling se-
quence because of the displacement of 12 in the
Branch on Condition instruction.

Back in the main routine, we do some simple pro-
cessing using register 14 to dramatize the fact that
registers used for base registers and linkages have no
special characteristics. Then we wish to average an-
other list, which, as shown, requires a different calling
sequence. This time, we note that the CNOP resulted
in the creation of a No Operation instruction. If this
had not been done, the BALR would have been placed
at 124, thereby leaving a two-byte gap between the
BALR and the first fullword of the calling sequence
because the assembler aligns A-type DC’s on fullword
boundaries. The subroutine would know nothing but
what the BALR told it by putting the address of the
next byte after the BALR in register 13. The attempt
to call for a fullword from 126 would cause a specifica-
tion exception, leading to interruption of the program.

The execution of the subroutine follows the same
lines as before, although this time it operates on dif-
ferent data and places the result in a different place.

Figure 96 shows the four numbers of the first list
followed by the average as computed by this program,
together with the six numbers of the second list and
the corresponding average.

10 12 19 15 14
11 2 4 -3 5 -1 3

Figure 96. The data and results of the program in Figure 95.
The last number in each line is the average of the
others in that line.

Subroutines and Subprograms 147



Program Relocation

We now approach the important question of pro-
gram relocation: how do we arrange to execute an
assembled object program from some set of storage
locations other than those assigned in assembly? This
matter is important for a number of reasons. For one,
it is sometimes necessary to change storage locations
of assembled programs because of changes in storage
requirements of other programs that are in core at the
same time. Reassembly is a possible solution, of
course, but we prefer a less time-consuming method,
if one is available. For another reason, it is often a
major convenience to be able to borrow a completed
program written by some other programmer and use
it in combination with other program segments. In
many such instances there will be conflicts in core
storage assignments that must be resolved by relocat-
ing some or all of the segments. Finally, and to many
users most important, a machine run under control
of a monitor program can have a constantly varying
set of storage requirements, making necessary a job-
by-job reallocation of storage locations.

For whatever reason, it is not uncommon to want to
execute a program from locations other than the ones
assumed in assembly without reassembling, The ques-
tion to be explored in this section is: how do we devise
a program-loading procedure that makes program re-
location simple? In the following section we shall move
on to the equally interesting question of communica-
tion among several programs, any or all of which may
have been relocated in loading: how do they now
know each others’ locations? For now, however, we
consider only the actions necessary to permit one pro-
gram to operate correctly after it has been relocated.

It is perhaps worthwhile to emphasize that through-
out we are discussing an assembled object program.
With a few important but quite special exceptions, the
object program with which we are dealing is no longer
in symbolic form. All addresses are in absolute form;
that is, they are formed from actual displacements,
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base register contents, and index register contents. In
order to emphasize this aspect of the problem, let us
see how a program actually appears in core storage
after it has been assembled and subsequently loaded.

Figure 97 is a slightly modified version of the pro-
gram in Figure 95. The modification is the inclusion
of a “dump call” after the conclusion of the main pro-
gram. The Supervisor Call (SVC) with an operand of
1 causes activation of a program that is usually in core
storage thereby enabling us to print out (dump) core
storage information. This is not the place to give a
complete description of the dump program, but we
may at least describe briefly what the parts of this
call do. (Note the similarity to the calling sequences
above.)

The SVC with an operand of 1 starts the operation.
The DC that follows is part of a calling sequence, in -
which we specify, in this case, that we wish to see the
contents of the general registers but not the floating
point registers, and that there is one “control list”
elsewhere. In the DC that comes next, we give the
address of the control list. Note the length modifier
on the address-type DC; this permits us to pack more

information into a fullword.

The control list appears in this case at the beginning
of the constants, immediately after the SVC 0 that
will terminate the program when the dump is finished.
This control list says: print halfwords in hexadecimal,
with mnemonic operation codes below any halfword
that can be interpreted as an operation code. The first
halfword to be printed is located at BEGIN, each
halfword is two bytes long (this is not really needed
in this case), and 112 halfwords are to be printed.
This last number was chosen to cause printing of the
entire program, including main program, constants,
and subroutines.

Figure 98 is the dump produced when the object
program was loaded and executed.



000100

000102
000106
000106
000108
00010C
00011¢C
000114
000118
Qo011cC
000129
000124
000124
000126
000128
00012C
00013¢C
000134
000136
000139
00013C
00013E
00013F
000142
000143
000148
00014C
00015¢C
000154
000158
00015C
Q00160
000164
000168
00016C
00C17¢C
000174
000178
00017¢C
00018¢C
000184

000188
co018C
000190
000194
000198
000194
00019E
0001A2
0001A4
0001 A6
0001A8
0001AC
000180
000182
000186
0001BA
0001BE
0001C4
0001C38

05 FO
58 EO F 082

05 DE
00000154
00000004
0000017C

58 EQ F 046
S5A EO F 04A
50 EO F O4E
58 EO F 082

07 00

05 DE
00000164
00000006
00000180
OA 01
C01001
00013€
0A 00

04
000100
02
000070
00000038
0000004D

00000004
0000000C
Q0000013
000000GF
00060008
000000G2
G000G004
FFFFFFFD
00000005
FFFFFFFF

00000188

C40
000
Co4
004

90 27
58 5D
41 60
58 4D
18 74
5B 70 E 03C
8B 70 0 002
1A 75
18 22
18 33
5A 35 0 000
87T 56 E 020
10 24
58 5D 0 008
5C¢ 35 G 000
98 27 E 040
("]
0

coom

47 FD 00C
00000001

060102

000188

PRO1 TITLE *ONE RELOCATABLE
START 256
BEGIN BALR 15,0
USING #,15
L 14,ADSR2
CNOP 2,4
BALR 13,14
DC A(LIST1)
DC F'4
DC A(AVER]D)
L 14,A
A 14,8
ST 14,C
L 14,ADSR2
CNOP 2,4
BCR 0,0
BALR 13,14
DC A{LIST2)
DC Flet
DC A(AVER2)
SvC 1
DC X*C01001"*
DC AL3{CLPROG)
sve 0
CLPROG DC X104
DC AL3(BEGIN)
DC ALL(2)
DC AL3(112)
A DC Fi156¢"
B DC Fr77
c DS F
LISTT ©DC Fri0°*
DC Fr12e
DC Fr19°?
pc F'15°
LIST2 ©DC Fri1e
DC Ft2¢
DC Fr4n
DC Fi'—3¢
DC F159
DC Fr-1
AVERL DS F
AVER2 DS F
ADSR2 DC A{AVER)

*

# THE END OF THE MAIN ROUTINE

*

AVER

LogpP

ONE
TEMP

USING %,14

STM 247, TEMP
L 5,0{13)
LA 614

L 444{(13)
LR T4

S 7+0NE
SLA 742

AR 755

SR 242

SR 3,3

A 3,0(5)
BXLE 5.,6,L00P
DR 2+4

L 5,8{(13)

ST 3,0(5)
LM 2+7,TEMP
BC 15,12(13)

bC Fi1?
DS 6F
END BEGIN

PROGRAM.

WILL PRINT DUMPS

BRANCH ADDRESS

CONDITIONAL NO-OP FOR ALIGNMENT
LINK TO SUBROUTINE

CALLING SEQUENCE - DATA ADDRESS
HOW MANY

ADDRESS OF RESULT

OTHER PROCESSING

X

X

BRANCH ADDRESS

CONDITIONAL NO-OP FOR ALIGNMENT

LINK TO SUBROUTINE

CALLING SEQUENCE - DATA ADDRESS
HOW MANY .

ADDRESS OF RESULT

SUPERVISOR CALL TGO DUMP PROGRAM

PROGRAM TERMINATION

SAVE REGISTERS
STARTING ADDRESS
INCREMENT

N

N

N-1

4(N-1)

LIMIT

CLEAR TQ ZERO
CLEAR TGO ZERD
ADD A VALUE FROM LIST

DIVIDE BY N

PICK UP ADDRESS OF RESULT
STORE RESULT

RESTORE REGISTERS

FROM 2 LOCS?

Figure 97. A modified version of the program in Figure 95, changed to include a calling sequence to dump the
program after execution
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DYNANIC DUMP 0AO1 CO100100013E PSW 0000000060000134 STORAGE KEYS 00000000000000000000000000000000
GPR 0 00000000 00000000 00000000 00000000 00000000 00000000 OOOOOOOQ 00002000
GPR 8 00000000 00000000 00000000 00000000 00000000 60000128 00000188 40000102
C.LIST 04000100 02000070
0100 05F0 SB8E0 FOB2 OSDE 0000 0154 0000 0004 0000 017€ SBEO FO046 SAEO FO04A 50E0 FO4E
BALR L e BALR wes enn ene sew [y} ans L sen A [ XX} ST ne
0120 S8E0 FO0B2 0700 OSDE 0000 0164 0000 0006 0000 0180 O0AO1 COl0 0100 O13E OA00 0400
L e BCR BALR w=s (223 [ Y] (Y Y} LYY (YY) SveC aee ane [ XX sSVC SPM
--0140 0100 0200 0070 000G 0000 0038 0000 004D 0000 0085 0000 000A 0000 002C 0000 0013
ses ene ass s s *ne e snn s Y2 e .ne sen LT X X2 wee
0160 0000 GOOF 0000 OOOB 0000 0002 0000 0004 FFFF FFFD 0000 0005 FFFF FFFF 0000 OOOE
*ne ane aes aa e e *ee aes (X 2] .88 +o08 ane *ee aes L 2 2] ses ecae
0180 0000 0003 0000 0188 9027 EO040 5850 0000 4160 0004 584D 0004 1874 5B70 EO3C 8B70
e enn "ee (X 22 STM sse L see LA (T3] L aee LR S LY 1) SLA
01A0 0002 1A75 1822 1B33 SA3S 0000 8756 EO020 1024 585D 0008 5035 0000 9827 EO040 4&7F0
ess AR SR SR A ses BXLE ewe DR L sae ST e LM ane B8C
oico 000C 0000 0000 0001 0000 0000 0000 0000 0000 0000 0000 0000 0000 000C 0000 0000
*+88 asae *te *uR 208 aee aNe . aae aee aee cne ass aen a*ass aee *oe

Figure 98. The dump produced when the object program in Figure

The line that begins DYNAMIC DUMP gives cer-
tain information about the machine at the time the
dump was requested, after which we have the 16
general register contents printed in hexadecimal. C.
LIST means control list; this is a condensed form of
the information we used to describe the dump we
wanted.

Next comes the storage dump proper. The number
at the left of each line gives the address of the first
halfword on that line. We see that at 100 the half-
word was 05F0; under that we have BALR, since 05
is the actual machine operation code for Branch and
Link Register, which is indeed the instruction at 100.
Next comes a halfword consisting of 58E0. The mne-
monic operation code is L for Load. Next is a half-
word F082. There is no such operation code as FO in
the System/360, so the dump program has printed
asterisks.

Now we are finally ready to attack the question
posed at the beginning of this section: What would
we have to do to execute this program from some
starting location other than 100?

Suppose it were desired to load it starting at 110046.
The simplest part of the job is telling the loading pro-
gram the new starting location, which is done with a
control card that specifies the new loading address. In
the system used in preparing this program, the control
card was called a BASE card; this may vary in differ-
ent installations.

Now, what does the loader have to do to ensure that
the program will operate correctly? Remarkably little,
it turns out; Consider what happens. The loader places
the program into consecutive locations starting at
1100, carries out another action that we shall discuss
in detail shortly, and then transfers control to the
instruction named on our END card. That, of course,
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97 was executed

is the BALR. We recall that the BALR places in the
named register (F;6=15;0) the address of the next
byte after the BALR. The two-byte instruetion BALR
itself was loaded at 1100, so the address of the next
byte after the BALR is 1102; this goes into register 15
as the base for the program.

Now the Load asks for a storage reference. The ef-
fective address is formed from the contents of register
15 (1102) and the displacement: 1102 -+ 08A —=
118C. We have correctly reached the constant desired,
which, in the relocated program, is indeed at 118C. It
thus appears that addresses that use base registers
will all be correct in the new locations, since the base
register contents have been modified to reflect the
new location of the program. This is indeed true and
is one of the major advantages of the base register idea
in the System/360.

However, there is a little more work to be done.
Not all addresses in our program are formed with base
registers. Addresses in address-type DC instructions, of
which we have a number, are not. As a matter of fact,
the constant obtained by the Load instruction we were
just discussing was an address constant giving the
address of the subroutine. The constant we loaded
said that the subroutine was located in 188; this is
no longer true. And in the calling sequence to the
subroutine we said that the first word of the list to be
averaged was in 154, which is also wrong now.

The solution to this problem is simple. What we
need to do is to add to each such address constant the
difference between the new loading address and the
one assumed in the assembly. This number, which is
called the relocation constant for the program, would
be just 1000 in this example: 1100 minus 100. All we
need is a list of the addresses of address constants that
should be modified. With such a list available to the




loader, the relocation constant can be added to each
address constant. This is done after the object program
has been loaded.

Now that we know what the loader of the object
program has to be able to do, let us investigate the
makeup of the object program itself to see how the
information needed by the loader is supplied.

The sequence of cards in a complete object pro-
gram for this example is as follows:

1. A Starting-Location card, which we supply, giv-
ing the desired starting address of the loaded program.

2. An External Symbol Dictionary card (ESD), type
1. This gives the name of the program, if there is one,
and the starting address that was assumed by the as-
sembler. The address will be needed in computing the
relocation constant. The ESD card is produced auto-
matically by the assembler, on the basis of the value
given in the START card. If there is no START card,
which is permissible, zero is used.

3. A series of Text (TXT) cards containing the
object program. Each card states the starting address
of the sequence of bytes contained on that card, and
the number of bytes.

4. The Relocation List Dictionary card (RLD).
This gives the following information for each address
constant in the program:

a. Its address in the program as originally
assembled

b. Its length in bytes (address constants are
most commonly four bytes but may be shorter)

c. A flag if the value is in complement form, in-
dicating that the relocation constant should be
subtracted

With this much information, together with the new

and old starting addresses of the program, the loader
can correct all address constants.

5. A Load END card. This is not the same as the
END assembler instruction card in the source pro-
gram, of course, although it is automatically produced
from it by the assembler program. If the END in-
struction in the source program stated an entry point,
the address of that entry point is contained in the
loader end card, and control is later transferred to
this location. If the assembler END had no operand
address, the first byte of the program is taken to be
the starting point. ‘

6. A Load Terminate card (LDT) is supplied by us
to indicate that the complete object program deck has
been loaded and that program execution should begin.

The exact formats of these various cards are given in
appropriate reference manuals. They are moderately
complex, and many programmers will not find it neces-
sary to be able to read these cards, so we pass over
the subject.

We may now load the object program deck de-
scribed above, execute it, and see what happens. Fig-
ure 99 is a printout of the dump after execution. We
have underlined the values that are different from the
corresponding position in the dump of Figure 98; all
the differences are in address constants. A comparison
will show that all the underlined address constants are
precisely 1000 greater than those in Figure 98. All oth-
er values, including the computed results, are the same.

Thus have we solved the relocation problem, for a
single program. In the remainder of this publication
we shall have to study what happens when several
programs are relocated, all by different amounts in
general, and they have to be able to communicate
with each other.

DYNAMIC DUMP 0AO1 COLDO100113E

PSW 0000000060001134

STORAGE KEYS 00000000000000000000000000000000

GPR 0 00000000 00000000 00000000 00000000 00000000 00000000 00000000 00000000
GPR 8 00000000 00000000 00000000 00000000 00000000 60001128 00001188 40001102
C.LIST 04001100 02000070
1100 05F0 SBE0 F082 OS0E 0000 0004 -0000Q liTC SB8EO0 FO46 SAEO FO4A SOE0 FO4E
BALR L ess BALR #ee LNR "ne asse YY) LNR L sas A [ X ST ane
1120 SBEQ F082 0700 OSDE 00 1164 0000 0006 0000 1180 O0AOl1 CO10 0122__L1§§ 0A00 0400
L ses BCR BALR ‘wes LRR ene sen  wee SVC P P LN SVC sl
1140 L*gg 0200 0070 0000 ©0000 0038 0000 004D 0000 0085 0000 O00A 0000 000C 0000 0013
l_ *8s (22 ] a0 *0e “ee .88 aas ane [ X 2] ase aas aas *-8s a8e -8
1160 0000 OO0OF 0000 0008 0000 0002 0000 0004 FFFF FFFD 0000 0005 FFFF FFFF 0000 O0OOE
*es >4 *8e a8e a8 e *8e i X2 a8e (22 ] "ee 26 *08 a8 ane ane *0e
1180 0000 0003 0000 1188 9027 EO40 5850 0000 4160 0004 S84D 0004 1874 5B70 EO3C 8870
(XY sae YY) LNR STM sse L [T X3 LA LX) L sae LR S LY Y SLA
11A0 0002 1ATS 1822 1B33 5A35 0000 8756 EO020 1D24 585D 0008 5035 0000 9827 EQ&0 &TFD
sen AR SR SR A aes BXLE wes» DR L “ae ST see LM ‘en 8C
11C0 000C 0000 0000 0001 0000 0000 0000 0000 0000 0000 0000 0000 0000 O0OO0CO 0000 0000
a0 -0 aae a8 286 ass *es 2088 aee ans aae *ee a*as L X X *0e *0e
Figure 99. The dump produced when the object program in Figure 97 was relocated and executed. The program in this exam-
ple is loaded beginning at 1100. The underlined values are the only differences between the values in this dump
and those in Figure 98.
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Communication Between Relocated Segments

The preceding example has shown how it is possible
for a program to keep track of addresses within itself
during program relocation. We now turn to the im-
portant related question: how do two programs keep
track of addresses within each other as they are both
relocated, in general by different amounts?

Let us investigate this question in terms of the
illustrative program of the preceding sections. This
time, however, we shall assemble the main calling
program and the subroutine separately. Out of the
two assemblies we shall get two object program decks,
which we wish to be able to load at the same time,
relocating them by different amounts, and have every-
thing work just as it did before.

Let us look first at what problems we have created
in assembling the main program. The biggest problem
is that we seem to have created an undefined symbol:
AVER is used as an address constant in the main pro-
gram, but it is, of course, not defined in the main pro-
gram since AVER is the name of the subroutine. If
we simply took the main program part of Figure 97
"and assembled it, the assembly would not be com-
pleted because of the undefined symbol.

We seem to need some way to say to the assembler:
“AVER is a symbol that is used in this program but
defined elsewhere. Whenever you find the symbol
AVER, which will be only in address constants, as-
semble a zero and mark the location as one that will
be supplied during the loading of the object program.”

This is precisely what the assembler instruction
EXTRN does. Immediately after the START instruc-
tion we place the EXTRN, naming AVER in the
operand field and leaving the name field blank. This
will cause the action outlined above. The symbol
AVER will then be treated not as an undefined
symbol but as an external symbol defined outside this
program.

Figure 100 is the assembly listing of the main pro-
gram. An assembler TITLE instruction has been used
in order to get an identification (in this case, MAIN)
into the object deck in columns 73-76, thus distinguish-
ing this object deck from other object decks. Just
after the START is the EXTRN. Nothing is printed
on the listing to describe the action of the EXTRN;
this action really takes place only when the named
symbol is encountered.
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Scanning down the listing we see that things are just
about the same as in the combined program of Figure
97, with the exception of the two address constants for
AVER, where zeros have been assembled.

There is one rather minor change in the program.
Now that the main program and the subroutine will
be located in different parts of storage, we will want
to be able to dump them separately. There are, ac-
cordingly, two control lists in the Supervisor Call
reference. One asks for the main program to be
printed, starting at the symbol BEGIN and continuing
for a total of 72 halfwords. The other starts dumping at
AVER and prints a total of 44 halfwords. This creates
another address constant reference to AVER. This
address constant, incidentally, is three bytes long
rather than the more common four; we saw before that
the RLD card will contain a note of this fact so that
the relocation can be done correctly.

An inspection of the object program, which we shall
not describe in detail, shows only one major change:
another ESD card has been produced. This one gives
the name of the symbol, AVER, and an identification
number corresponding to it. Then, in the RLD card,
the entries for AVER refer to the identification num-
ber. By the time the loader relocates these address
constants, it will have found a numerical equivalent
for AVER.

So much for the main program, in which there are
references to symbols defined elsewhere. What about
programs in which there are symbols that are defined
here but used elsewhere, such as the symbol AVER in
the subroutine? In a separate assembly of the sub-
routine there are no references to AVER; furthermore,
there are no address constants: If the subroutine
were assembled just as it is, there would be nothing
to indicate to the assembler (and later to the loader)
that there was anything special about AVER. Actually,
of course, there is something special: this symbol is
used in the loading process to supply the missing in-
formation in the main program. The assembler, how-
ever, cannot know this without explicit notification,
because we are not assembling the two programs at
the same time.

The answer is the assembler instruction ENTRY,
which says that the symbol named in the operand
field is used by some other program segment in refer-



000100

000102
000106
000106
000108
00010C
000110
000114
000118
00011C
000120
000124
000124
000126
000128
00012C
000130
000134
000136
000139
00013C
00013E
00013F
000142
000143
000146
000147

000148
000150
000154
000158
00015C
000160
000164
000168
00016C
000170
000174
000178
00017C
000180
000184
000188
00018C

00014A

05 FO
58 EOQO F 08A

05 DE
0000015C
00000004
00000184

58 EO F O4E
SA EO F 052
50 EO F 056
58 EO F 08A

07 00

05 DE
0000016C
00000006
00000188
OA 01
C01002
00013€
0A 00

04
000100

00002C
00000038
0000004D

0000000A
0000000C
00000013
0000000F
00000008
00000002
00000004
FFFFFFFD
00000005
FFFFFFFF

00000000

000102

MAIN

BEGIN

BCR

CLPROG

rFO®>»

ISsTl

LIST2

AVER1
AVER2
ADSR2

TITLE
START
EXTRN
BALR
USING
L
CNOP
BALR
oc

DC

DnC

L

A

ST

L
CNOP

BALR
DnC
DC
DC
SveC
0cC
oC
SvC
DC
]
nC
o] o4
nc
DC
oC
ocC .
DC
DC
DS
oC
oC
bC
1]
0oC
DC
DC
oC
DC
oC
DS
(119
DC
END

'MAIN CALLING PROG FOR ASSEMBLY AND RELOC®

256
AVER
15,0
#y15
14 ,ADSR2
2¢4
13,14
A(LISTL)
F.‘.
A{AVER1)
14,A
14,8
14,C
14,ADSR2
2+4

" 0,0

13,14
A(LIST2)
Fr6t
A{AVER2)
1
X*C01002°*
AL3{CLPROG)
0

X004
AL3(BEGIN)
ALL1(2)
AL3(T72)
X*04°
AL3(AVER)
AL1(2)
AL3(44)
F'56°*
F'77

F

F'10!
Ft12¢
Fr19¢
Fr15¢
Frlle
Fo2e

Fe4r
Fi1-3¢
Fose
Foi-1°

F

F

A(AVER)
BEGIN

BRANCH ADDRESS

CONDITIONAL NO-OP FOR ALIGNMENT
LINK TO SUBROUTINE

CALLING SEQUENCE — DATA ADDRESS
HOW MANY

ADDRESS OF RESULT

OTHER PROCESS ING

X

X

BRANCH ADDRESS

CONDITIONAL NO-OP FOR AL IGNMENT

LINK TO SUBROUTINE

CALLING SEQUENCE - DATA ADDRESS
HOW MANY

ADDRESS OF RESULT

SUPERVISOR CALL TGO DUMP PROGRAM

PROGRAM TERMINATION

Figure 100. The main program portion of the program in Figure 97, separately assembled
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*SUBROUTINE FOR SEPARATE ASSEMBLY AND RELOCATION®
256
AVER
®elé
297, TEMP SAVE REGISTERS
5,0(13) STARTING ADDRESS
694 INCREMENT
444(13) N
Te4 N
T+0NE N-1
T+2 4(N-1)
T+5 LIMIT
242 CLEAR TO ZERO
3.3 CLEAR TO ZERO
3,0(5) ADD A VALUE FROM LIST
5+6,0L00P
214 DIVIDE BY N
598(13) PICK UP ADDRESS OF RESULT
3,0(5) STORE RESULT
2:T+TEMP RESTORE REGISTERS
15,12(13) RETURN TO MAIN PROGRAM
Fele
6F

SUBR TITLE
START
ENTRY
000100 USING
Q00100 90 27 E 040 AVER STH
000104 58 50 0 000 L
000108 41 60 0 004 LA
00010C 58 40 0 004 L
Q00110 18 74 LR
000112 58 70 E 03C S
000116 88 70 0 002 SLA
000114 1A 75 AR
00011¢C 1B 22 SR
00011E 18 33 SR
00012¢ SA 35 0 000 Loop A
000124 87 56 E 020 BXLE
000128 10 24 DR
000124 58 5D 0 008 L
00012¢ 50 35 0 000 ST
000132 98 27 £ 040 LM
000136 47 FD 0 00C BC
00013C 00000001 ONE 1]
000140 TEMP DS
END

Figure 101. The subroutine portion of the program in Figure 97, separately assembled

ring to this one. The typical reference is as a branch
address, hence the name ENTRY, but the usage is
actually not so restricted.

Figure 101 is the assembly listing for the separately
assembled subroutine. There is nothing exceptional
about it. The object deck contains a third type of ESD
card to convey to the loader the name of the symbol
so that an actual numerical equivalent can be com-
puted at load time and thus supplied to the program
segments in which EXTRN instructions said it would
be needed. There is no RLD card in this deck, be-
cause there are no address constants.

Now we may load the two segments and execute
them. A loading location of 2000, was supplied for the
subroutine and 3000, for the main program. When the
program consisting of the two relocated segments was
run, the two listings in Figures 102 and 103 were pro-
duced.

We see that where the main program referred to
AVER, at 3047 and 308C, the loader supplied 2000,
which is the correct value for AVER since the sub-
routine was, in fact, loaded at 2000,¢. The various
address constants that make references within the
main program have all been handled correctly.

This program has illustrated important concepts.
The most fundamental idea is that with a proper
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combination of notifications to the assembler, through
the ENTRY and EXTRN statements, we can arrange
for programs to communicate correctly with each
other even though any or all of the segments may be
relocated by various amounts.

There is no restriction in this scheme to just two
program segments, nor to one symbol per program, or
to branch addresses. A program can refer to many ex-
ternal symbols and/or have many entry points from
other programs.

In our example, we arranged the object programs
so that the main program was loaded after the sub-
routine. This meant that the symbol AVER had a
value by the time the main program was loaded. With
some loading programs this is mandatory, but the
more sophisticated loaders can “stack” requests for
values of symbols that have not yet been defined, and
relocate such references later.

The symbol AVER was named in an ENTRY state-
ment. Strictly speaking, this was not necessary because
AVER, as it happens, was the name of a program. It
was thus already named on the first type of ESD card.
The duplication is no disadvantage, however, and may
even have some value in helping the programmer to
keep straight the interrelationships among program
segments.




3000 OSF0 S8E0 FO0BA OS5DE 0000 305C 0000 0004 0000 3084 SBEO FO4E SAE0 FO052 SOEO0 FOSé6
BALR L sss BALR @ass LPER +sas ane sen LPER L see A asae ST ses
3020 58E0 FO0BA 0700 OSDE 0000 306C 0000 00Q6 0000 3088 OAO1l COL0 0200 303E O0A00 0400
L eds BCR BALR @ees LPER #as sns ces LPER SVC [ 227 e LPER SVC SPM
3040 3000 0200 0048 0400 2000 0200 002C QOO0 0000 0038 0000 004D 0000 0085 0000 O000A
LPER (173 [ XX SPM LPDR #ss sue aee sas ane L 21 aae sss aes aes (X Z}
3060 0000 ©000C 0000 0013 0000 OOOF 0000 0008 0000 0002 O000 0004 FFFF FFFD 0000 0005
"es *8e L2 2] “tse *e 8 ane 0 286 [ 2 3 RpEe X 1 ] ane e ases ans [ 22 ] L X2
3080 FFFF FFFF 0000 OOOE 0000 0003 0000 2000 '
e (XY ses 2ne "ee see (Y3 LPDR
Figure 102. The dump of the main program in Figure 100, after the main program was relocated at 3000: and
the subroutine at 200016
2000 9027 E040 585D 0000 4160 0004 5840 0004 1874 5B70 E03C 8B70 0002 1A75 1B22 1833
STM sne L s LA sne L [ T2 LR S one SLA ane AR SR SR
2020 5A35 0000 8756 €020 1D24 585D 0008 5035 0000 9827 EO040 47FD 000C 0000 0000 0001
A sse BXLE #se DR L [ X 1) ST Yy} L™ sns BC LYY sas LYY [TY]
2040 0000 0000 000C 0000 O©O0OC 0000 0000 0000 0000 0000 0000 0000
aae *4s L2 2s L X2 ] L 2 1 ] *es L2 2 ) aus [ X 2] *ne L2 23 *o8
Figure 103. The dump of the subroutine in Figure 101, after the main program was relocated at 3000:s and the
subroutine at 2000:e
Summary

Subroutines which can be called into action from
many places in a calling program are common pro-
gramming techniques. We have shown one general
form of calling sequence for making the transfer to the
subroutine, providing the return link, and identifying
necessary values and addresses.

When a subroutine is not assembled as a part of an-
other program, it is called a subprogram. We have
explored briefly the basic issue of how two program
segments can communicate even though, at the time
each segment is assembled, the location of neither of
them is known.

This capability of relocating programs with little
effort either in original programming or in operator

3

actions becomes a major feature of computer applica-
tion. It is one of the important advantages of the
System/360 that the base registers concept provides
for such simplicity. §

It must be said, however, that this treatment leaves
some challenges for the more advanced student. In
particular, when there are a great many subroutine
and/or subprogram calls, typically with many pro-
grammers working on different parts of the same large
task, it becomes mandatory to establish rather rigid
conventions on register usage. In fact, the program-
ming systems for System/360 specify conventions for
the use of certain general registers (see the appropri-
ate SRL publication for details of these conventions).
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Questions and Exercises

1. The second operand of a CNOP instruction may
specify that the instruction that follows is to be
aligned within a doubleword (8) or a fullword (4)
area. The first operand of the CNOP specifies that the
location counter is to be set to 0 or 2 bytes past a
fullword boundary, or 0, 2, 4, or 6 bytes past a double-
word boundary. Thus, CNOP 0,8 would specify that
the next instruction is to be aligned at a doubleword

boundary. If

Doubleword Doubleword

Boundary Boundary

— b ten b e b e
A B C D E F G H I

is a representation of two doubleword areas, of the
names we shall use to refer to various points within
the areas, and the location counter stands at a point
equal to point C:

a. With what point would CNOP 28 align the

beginning of the next instruction?

b. CNOP 6,8

c. CNOP 0,4

d. CNOP 0S8

e. CNOP 24
2. What kind of an operation does BCR 0,0 cause?
3. Assume subprograms CALLER and CALLED.
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CALLER is to enter CALLED at an instruction in
CALLED that is named ROUTL. Write the necessary
statements in both subprograms to properly define the
name (ROUT1) to both subprograms.

4. Add the necessary statements in CALLER and
CALLED to branch to CALLED (via register 13)
leaving in register 14 the address of the next location
in CALLER.

5. Consider the following program. Note that the
locations, effective addresses, and object instruction

" base register specification and displacement are writ-

ten in hexadecimal. Assume that this program is re-
located and loaded starting with location 40006 in-
stead of 1000:6. In the spaces provided £ll in:

a. The location into which the instructions and
data will actually be loaded.

b. The relocation constant.

c. The constants that will be assembled at BASE1
and BASE2 at assembly time.
6. What will be the contents of BASE1 and BASE2
at the end of the loading process (after the addition of
the relocation constant)?
7. Fill in the values loaded into registers 13, 14, and
15 at execution time.
8. Fill in the effective addresses developed at execu-
tion time for each encircled operand.



Relocation Constant

Value Assumed

Value Loaded at Execution Time

Subroutines and Subprograms

by Assembler Program loaded Program loaded
at 100014 at 40007¢
Reg 15 1002 1002
Reg 14 2002 2002
Reg 13 3002 3002
Location . . Execution Time
Location Object Instruction Effective Address
(relocated)
t 4000 Program | Program
° 16 Base Displace- Loaded Loz%gg
Register ment at 100016jat 16
START 4096
1000 BEGIN BALR 15,0
USING FIRST,15
1002 FIRST BC 15, SKIP
1006 DATA DC F'3472'
1024 BASE1 DC A(FIRST+4096)
1028 BASE2 DC A(FIRST+8192)
B 1104 F | oz 1024 SKIP L 14BASE1)
USING  FIRST+4096, 14
1108 F 026 1028 L 13,BASE2)
: USING FIRST+8192, 13
2504 D 902 3904 BC 15,EK8 )
2898 F 004 {006 LOOP A 4,DATA
3204 LOOPB S 5,DATA
3508 E 896 2898 BC 8JLOOP
3904 D 202 3204 CK8 BC 8 \LOOPB
END BEGIN
Symbol Table
Symbol Location
BASE 1 1024
BASE 2 lo28
BEGIN looo
cKg 3904
DATA 1006
FIRST 1002
Loop 2898
LoorP B 3204
SKIP 1104
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Chapter 10: Floating Point and Advanced Loops

in Scientific Applications

For certain types of problems, typically those in the
scientific and engineering areas, it is helpful or even
essential to let the computer assume the task of keep-
ing track of decimal points. Without this facility, that
is, using only the “fixed-point” binary or decimal in-
structions of the System/360, it is necessary to know
a great deal about the sizes and quantities appearing
in the calculation. It is necessary to know the maxi-
mum possible sizes of all data, intermediate results,
and final results; it is often also necessary to know the
minimum sizes as well. This knowledge is necessary to
avoid the possibility of exceeding the capacity of a
register or of a storage location, and to avoid such
things as divide exception. This exceptionally thorough
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knowledge about problem data is often difficult, and
sometimes impossible to develop.

Furthermore, working in fixed point requires a con-
siderable effort to align decimal or binary points cor-
rectly throughout the often complex process of the
shifting and rearranging needed to maintain signifi-
cance while avoiding capacity overflow.

For these reasons it is a great convenience to let the
computer take over the clerical details of a complete
accounting for number sizes and decimal point align-
ment. The saving in programming time is important,
and floating point makes possible the solution of prob-
lems that would otherwise be almost impossible.



The basic idea of floating-point numbers is that each
quantity is represented as a combination of two items:
a numerical fraction and a power of 16 by which the
fraction is multiplied to get the number represented.
The power of 18 is called the characteristic by analogy
with logarithms. (The 16 applies specifically to the
System/360; other floating-point systems use binary or
decimal multipliers.) For instance, in the System/360
the number 1 is represented as -1 . 16%. The 11—6 is
stored as a hexadecimal fraction: 0.1y = X . The
characteristic is written in “excess 64” notation, which
means that every characteristic is 641y greater than the
power actually represented. Thus, instead of 41 we
write.+1 + 64 = 6510 = 41li6. The characteristic —1
becomes —1 4+ 64 = 633 — 3Fi. The excess 64
method is used to avoid the need of a sign for the
characteristic.

System/360 permits two types of floating-point num-

bers, called short and long. In each, the excess 64 ex-
ponent is contained in the first byte, along with the
sign of the number. In a short floating-point number,
the fractional part consists of six hexadecimal digits
contained in the next three bytes. In a long floating-
point number the fractional part consists of 14 hexa-
decimal digits contained in the next seven bytes. A
short number therefore occupies a fullword and a long
number a doubleword.

The assembler accepts a DC instruction with a type
specification of E for a short floating-point number and
D for a long number. The number to be entered is
written in quotes as usual, in decimal, with or without
a decimal point as desired. Figure 104 shows DC en-
tries for a series of floating-point numbers that will
hopefully clarify the scheme of representation.

We see that the integers from 1 to 15 are repre-
sented by the corresponding hexadecimal digits, with
a characteristic of 41. The form of 9 should be read
as 16! - 2 . For 16 itself we have 42.100000, which we

read as 162 - -1% . Decimal 32 becomes 42.200000, or
162 - %

These hexadecimal forms, considered as floating-
point numbers, are arranged by the assembler
to make easy reading. It might be well to display
a few of these in pure hexadecimal form, as a demon-
stration that the plus signs and decimal points pre-
sented by the assembler are, of course, not in storage
with the floating-point numbers. (See Figure 105,
where the comment field gives the “pure” hexadecimal
form.)

Floating-Point Number Representation

Figure 106 displays the same numbers as in Figure
104, except that they are negative. In Figure 107 we
have these in pure hexadecimal. Note that the sign of
the entire number is contained in the leftmost bit. In
the representation of 1, for instance, the exponent of
C1 would be 1100 0001 in binary; the leftmost 1 is the
minus sign, with the other seven bits being the ex-
ponent in excess 64 form.

In Figure 108 we have some numbers that are not
integers. The decimal number 0.5, for instance, be-
comes 40.800000, which we should read as 16° - -lsg .
The decimal number 1.5 becomes 41.180000, or 161 - %%
in decimal. It is interesting to note that the simple
decimal number 0.1 is transformed into a nontermin-
ating hexadecimal fraction; there is no exact hexa-
decimal representation for decimal 0.1. On the other
hand, complex-looking decimal fractions that happen
to be negative powers of 16 are transformed into par-
ticularly simple floating hexadecimal numbers, as
0.00390625 = 3F.100000.

Figure 109 shows a few long floating-point numbers.
The scheme is the same, the only difference being the
presence of eight additional hexadecimal digits. This
permits a more accurate representation of numbers
that do not have an exact hexadecimal representa-
tion, and naturally permits retention of much greater
precision when arithmetic is performed. We shall ex-
plore the latter aspect in studying the action of the
floating-point instructions.

The assembler allows a DC entry of type E or D
to include a decimal exponent, for convenience in
writing very large or very small numbers. This is done
simply by following the number by the letter E and
a plus or minus integer. Figure 110 shows some sam-
ples, both short and long. In E’12.78E4-8’, for in-
stance, we intend the decimal number 12.78-108,
which we see becomes +48.4C2CBC in hexadecimal.

When a floating-point number has a nonzero first
hexadecimal digit, it is said to be normalized. It should
be realized that a normalized floating hexadecimal
number may have as many as three leading binary
zeros. DC entries in assembler language are always
converted to normalized form, with the exception of
a floating-point entry written with a scale factor. This
facility is used in the rare occasions when it is de-
sired to have leading zeroes in the hexadecimal frac-
tion.

Floating-point representation can express decimal
values ranging from about 5.4 10-7® to about
7.2 - 107,
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000144
000148
0C014C
000150
000154
0C0158
0C015C
000160
000164
0C01e8
0C01¢6C
0C0170
000174
0C0178
0co17C
000180
000184
000188
og¢o18cC

+00.00000C
+41.10G6000
+41,.200000
+41. 300000
+41.900000
+41.A00000
+41.B8CC000
+414FC0000
+42.100000
+42,110000
+4241F000C
+42, 200000
+42.210000
+42,FF000C
+43.1000600
+43,101000
+43, FFFOOOQ
+44,100000
+44.100100

T EYg

EICI
E'l®
g 2°*
E*3! (

ET1C?
E'll!
E'15°?
E'l6!
ET17?
E*31"
E*32°
E'33¢
E*255°
E*256°
g*257°
E*4C957
E*4C96"
Er4C9T7?

W\W

Figure 104. Assembly listing illustrations of single-length floating-point DC entries

000194
000198
00019C
000140
0001244
000148
00014AC
000180
0CO01E4
0gcd1es
00O1EC
0001C0
0C01C4
0c01cCs8
0001cCC
0001C0
0001L4

0€0150

+41.,10C000
+41.200000
+41.30000C
+41.900000
+41,AC00000
+41.800000
+41.F0CO00
+42.,106000
+42.11000C
+42,1F0000
+42,2000C0
+42,2100C0
+42, FFQOOCC
+43.100000
+43.,101000
+43 FFFOOO0
+44,100000Q
+44,100100

oC
DC
DC
DC
DC
e
0C
oC
oC
DC
DC
DC
bC
DC
DC
DC
oC
DC

L~/\-——\_/“‘\——//_—\‘\——-\,/*-—\,_——~_/"‘“\—/"“———~_¢’/’—~_‘5——*

Figure 105. The examples of Figure 104, with entries in the comment field showing the pure hexadecimal form of the constants

E*'l? 41100000
E'2? 412009000
E'3 41300000
E*9!? 419000300
E'10" 41A00000
E'1l® 41800500
E'15? ‘41 F00000
E'16° 42100000
E'17? 42110000
E*31°" 421F090G0
E*32? 42200000
E*33" 42210000
E?255°" 42FFO0000
E*256°? 43100000
E*257° 43101000
E'4C95! 43FFFOGO
E'4096° 44100000
Et4C9T7? 44100100

0001C8
0601CC
0001€E0
0CO1E4
0001E8
0001EC
0001F0
0CO1F4
0001F8
0CO1FC
000260
000204
000208
00020C
000210
000214
000218
00021C

~41+ 100000
~41.2000C0
-41.3000¢C0
-41.9000C0
~41.A00000
-41+B00000
-41.F0C000
~42.100000
-42.11000C
~-42.1FC000C
-42.200000
~424210000
~-42.,FF(G00Q
-43,100000
~43.101000
-43.FFFOCO
~44.,100000
-44,100100

_____,/—‘\___—.\____,/’*—\\____,__ﬁ//-—~\____/—"“‘\~\__,/”‘\~\___\‘-

Figure 106. The examples of Figure 104 as negative numbers
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g*-1
g*-2¢
E'-3¢
g'-9*
E*-10"
E*-11"
g'-15"
E*-16"
E-1T77
E'™-31°
E*-32°
E'-33¢
E'-255"
E'-256"
g*-257"*
E*'-4095"
E'4096°.
E*-4097"




080220 -41.1C0CC0 DC E*-1°¢ €1100000
000224 -41.20C00C 310 E'-2° €1200000
0C0228 -41.38C000 210 E'-3" C1300000
00022C -41.9CCGC0 510 E'-9° C19000C0
002230 —41.ACO000 DC E*'-10? C1A00000
000234 —-41.BCCOCC cc E*-11° €18000C0
000238 -41.F3COCO DC E*-15"* C1F00200
00023C -42.1GC0CC DC E*-16" c210000¢C
0C0240 -42.11C00C0 oC E*-17" €2110000
000244 -42.1FG0CC DC E*-31° C21F00C0O
000248 -42.2CC00C oC E*-32°* c22000cC0
009024C -42.21C00C bC E*-33" €221000¢
000250 -42.FFCGCC DC E*-255"? C2FFO000
009254 -43.100000 DC E*-256" €3100000
000258 -43.,1010¢C DC E'-257" €31010C0
0C025C —43.FFFOGCS DC E*-4095" C3FFFOO0C
000260 -44,1CCCC0 DC E*~4096°" C41000C0
000264 —-44.10010C (3] E'-4097" €410601C0

Figure 107. The pure hexadecimal forms of the constants in Figure 106

0002¢8 +40.80000C oC E*C.5"
0002¢C +41.18000C bC E'l.5"
0go02170 +41.14G000 DC E*l.25"
0C0274 +41.1200CC DC £'1.125°
002278 +41.11000¢C oC E*1.0625"
0C027C +41.1C00C0 DC E'1.75°
000280 +41.1E0000 DC E*'1.875"
000284 +41.1F000CC DC E'1.9375°
0060288 +40.19999A oC E*C.1?
0Co28C +3F.28F5C3 DC g*C.C1*
0C0290 +3E.418937 DC E*C.0C1?
0C029%4 +3D.68CB8C DC E*C.COCL"
000298 +3C. A7C5AC DC E*G.CO001"
0C02sC +41.11999A bDC E'l.1?
000240 +40.400000 DC E*C.25"
000224 +40.100000 DC E*'C.0625°"
000248 +3F. 100000 3] E*C.0039C625°

Figure 108. Assembly listing illustrations of single-length floating-point DC entries for numbers that are not integers

0002€E0 +00.0C0000C000C0OCC DC D*C?*

O0C02ES8 +41% 100000CC0000C0 DC De1?

0002C0 +41.200000C0C0CCCO DC De2*

0co2cCs +42.1000000000C00C 2] D*l6?

0002C0 +49,8000CCCCOCCOCO DC D*34359738368°
ogo2cs +4B.B3AT3CE5B59000 DC D'12345678912345"
0002€0 +40.80000000000000 0C D*C.5"*

0C02¢E8 +40.1699999999G99A oC D*G.1"!

0002F0 +41.1199996999G599A DC D'l.1"

0002F8 -41.1A86B0134658D5 DC D*-1.65789516"
000300 +3E.1000060000C000 oC D*C.C00244140625"

WW

Figure 109. Assembly listing of illustrations of double-length floating-point DC entries

0C03¢C8 +48.4C2CBC DC E'12.78E+8*

0c9o3cC +51.568C76 DC E'1E+20"

000310 ~3B8.19256E oC E'-22.87035E-12"
000314 -6A.BF9572 DC E*'-2.8E+50°

000318 +7A.25179157C93ECT DC D*C.1E+70°

000320 +17.3BCCF495A9703E DC D*'0.1E-49"

0c0328 -50.891087R9F3A6EC DC D'-9.87654321555E+18"
000330 -3A.187B375E0424FA DC D*-C.00057E-5"
000338 +40. 1F9ACD3739635F D'12345,6189E-5"

Figure 110. Assembly listing of illustrations of single- and double-length floating-point DC entries with decimal multipliers
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Floating-Point Registers and Instructions

There are four floating-point registers, numbered 0, 2,
4, and 6. All floating-point arithmetic instructions take
one of the operands from a register and leave the re-
sult in the same register. There is one set of instruc-
tions for short operands; these are distinguished by the
presence of the letter E in the instruction mnemonics
for short operands. An entirely separate set operates
on long operands; these are distinguished by a D in
the mnemonics. A second classification applies to add
and subtract, which may be done with or without
normalization. The various actions are also available in
RX and RR varieties.

The many variations of the basic actions lead to
quite a number of floating-point instructions, but there
are not actually a great many basic types. For instance,
there are eight separate floating-point add instructions
and eight for subtract. Thus, although there are 44
separate floating-point instructions, the various func-
tions they perform are almost obvious from a listing of
the names.

Perhaps the best way to get an idea of the function-
ing of the registers and instructions is to study an
example. Figure 111 is a listing of a program to evalu-
ate the formula:

The first processing instruction is Load Short (LE),
which places the value of D in floating-point register
2. The fact that the 2 in this instruction refers to a
floating-point register, rather than to a general pur-
pose register, is implied in the operation code; float-
ing-point is implied when we write LE. Floating-point
register 2, along with the other three, is a double-
length register. This short operation will load the left
half of the double-length register, leaving the lower
half unchanged. The previous value in the lower half,
if any, will ordinarily have no significant effect on later
operations.

The second instruction multiplies the contents of
Hoating-point register 2, which we just loaded, by the
constant 2 in floating-point form. The result is left in
the same register, destroying the previous contents. No
other register is involved, in contrast to fixed-point
multiplication. The lower half of the floating-point
register is involved, however. Both operands are pre-
normalized, if necessary, which means to shift the
fraction left until the leftmost hexadecimal digit is
nonzero and reduce the characteristic by the number
of shifts required. With both operands prenormalized,
the product will either be normalized already or have
at most one leading zero. In the latter case, the pro-

a+ b—c\2 duct fraction is shifted left one hexadecimal position
y= 2 to postnormalize it. The characteristic of the result is
3.17-2d reduced by one if postnormalization is performed. The
START 256
0001CC 05 FO BEGIN BALR 15,0
cocice USING #,15
00012 78 20 F-£32 LE 2,0 LOAD FLOATING REGISTER 2 WITH D
0601C6  7C 20 F 03¢ ME  2,FTWO MULTLPLY D, IN REGISTER 2, BY 2
9001CA 33 22 LCER 242 REVERSE SIGN OF PRODUCT IN REGISTER 2
0001CC  7A 20 F G34A AE  2,CONL ADD 3.17
000110 78 40 F 024 LE 4,8 LCAD REGISTER 4 WITH B
000114 78 4C F 02€ SE  4,C SUBTRACT €
070118 34 44 HER 4,4 USE HALVE INSTRUCTION TO DIVIDE BY 2
0C011A  7A 40 F 026 AE 4,4 ADD A
0COL1E 3D 42 DER 4,2 DIVIDE NUMERATCR BY DENOMINATOR
009129 3C 44 MER 4,4 SGUARE THE QUOTIENT
000122 70 40 F O3E STE  4,Y STCRE THE FINAL RESULT
0CO126  0A 0O SVC ©
000128 DS ©OF
000128 41123456 A OC  X'41123456°
00012C 43356800 8 DC  X'43356800°
000130 43252600 c DC  X*43252600°
000134  +3E.203EFC D DC  E'6.904E=4"*
000128 +41.200000 FTWO DC  E'2°
00013C  +41.328852 CONlL  DC  E'3.17'
000140 v DS F
M_AMLMW/

Figure 111, Assembly listing of a program illustrating single-length floating-point operations
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characteristic of the fraction is computed by adding
together the characteristics of the operands, and sub-
tracting 40:6. The reason for the latter is that both
operands are in excess 40 form; adding together two
such gets the extra 40 in twice. The basic idea of add-
ing the exponents is based on the familiar rules of
algebra, which we might symbolize as:
(A-16*)- (B-16*)=A-B-16**"

The Load Complement Short Register reverses the
sign of the product, as written here. (The instruction
can also be used with two different register numbers. )
It would of course be acceptable programming prac-
tice to have stored the constant 2 as a negative number.

Now we add the constant 3.17, using an Add Short
instruction (AE). Floating-point addition starts with
a comparison of the two operand characteristics; if
they are the same, addition of the fractions takes place
immediately. Otherwise, the fractional part of the
number with the smaller characteristic is shifted right,
as many places as the difference in characteristics.
When this has been done, the decimal points (hexa-
decimal points, really) have been “lined up”, as addi-
tion requires. The fractions are then added. The larger
of the two characteristics becomes the “provisional”
characteristic of the sum; we say provisional because
it may have to be adjusted to account for overflow or
underflow.

If the addition caused overflow, the result fraction
is now shifted right one place and the characteristic
accordingly increased by 1. On the other hand, the
addition might have resulted in a sum with leading
zeros, which would happen if the operands were of
about the same size but of opposite sign. The latter is
called floating-point underflow.

The extreme of floating-point underflow is for the
result to be zero because the operands were equal but
of opposite signs. The loss of significance is then com-
plete, which may in some cases destroy the validity of
all results of the computation. If this happens without
the problem originator’s knowledge, he may place
confidence in results that are in fact meaningless. For
this reason, System/360 is designed to provide a warn-
ing in the form of a significance exception. If floating-
point addition or subtraction results in complete loss of
significance, and if the significance mask bit in the
PSW is 1, a program interruption occurs. What is done
as a result depends on the interrupt program.

With the sample numbers that have been entered in
this program, there will be no loss of significance. We
leave the result in floating-point register 2 for later use
and turn to an evaluation of the numerator.

In loading B and subtracting C, instructions are
used that are now familiar. Floating-point subtraction
is just like addition, with the sign of the second operand

reversed before adding the fractions. Since both addi-
tion and subtraction are completely algebraic, and
since either one can involve any of the four combina-
tions of signs of the operands, they are truly very
similar. :

The division by 2 is handled in a rather different way
from what one might expect, in order to illustrate an
interesting member of the floating-point instruction
set. The halve instruction (HER) divides the second
operand by 2 and places the result in the first operand;
both registers are the same here, as they so often are in
using the RR format instructions. What actually hap-
pens is that the fraction part is shifted right by one
binary place, which is equivalent to dividing by 2.
There is no adjustment of the exponent, and the result
is not postnormalized. This means that if the first hexa-
decimal was exactly 1 (as it will be about once every
15 times, since there are 15 nonzero hexadecimal dig-
its), the result will not be a normalized number. If
what follows could be disabled by the presence of the
unnormalized number, some other course should have
been taken. In our situation, however, no damage
can be done. An unnormalized number is a correct
representation of a quantity; the only issue is the form
of representation and the possibility of loss of signifi-
cance. In our case, there is no problem.

The Add Short that follows is as before, except that
it may find one of its operands to be an unnormalized
number. If this operand is the one with the smaller
characteristic, there is no net effect of the lack of nor-
malization: the fraction will be shifted right and some
right-end digits lost anyway. However, if the unnor-
malized number also has the larger charactertistic, the
other number may lose digits in shifting it to the right
to make the characteristics the same.

Here, however, we come to a feature of the Sys-
tem/360 designed to protect against loss of signifi-
cance: the sum formed in short addition and subtrac-
tion is actually seven hexadecimal digits, rather than
six. Then, if postnormalization is required because one
or more leading digits are zero, the extra seventh digit
is shifted back, thus preserving some extra signifi-
cance. The extra digit is called the guard digit. (There
is nothing analogous for long operands.)

For example, suppose that the values of A, B, and C
are as follows:

VARIABLE HEXADECIMAL FLOATING HEXADECIMAL
VALUE REPRESENTATION
A 1.23456 41123456
B 356.8 43356800
C 252.6 43252600

Subtracting C from B, we get 104.2, or 43104200.
Writing this out in binary, we have:

0100 0011 0001 0000 0100 0010 0000 0000
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The halve operation means to shift just the fraction
part to the right one place, giving:

0100 0011 0000 1000 0010 0001 0000 0000
Converted back to floating hexadecimal, this is
43082100, which is the correct result of dividing by
2: 10416 = 26010, and 8216 = 13010.

This result, however, is unnormalized, and in the
halve operation it stays that way. Now we Add Short,
naming a second operand that in floating hexadecimal
form is 41123456. This second operand happens to be
the one with the smaller exponent, so it is shifted right
and its exponent increased until the exponent is the
same as the larger. This leads to a shifted number
430012345, the fraction here is seven digits, the extra
one being the guard digit. Now we add fractions,
as the fractions are now lined up.

0012345
+-082100

0833345

This result is not normalized, so a postnormalization
takes place: the fraction is shifted left and the ex-
ponent decreased, until there is a leading nonzero
hexadecimal digit in the fraction. This takes just one
shift, of course, with the guard digit included:

42833345
This is the result that is left in the register.

Without the guard digit, the result would have

been:

42833340

That is, we would have lost a digit at the right be-
cause of the unnormalized operand. We have of course
lost the 6 that originally was a part of the variable
named A, but that is unavoidable, since after lining
up decimal points the sum has too many digits to be
contained in a short floating-point word. The loss of
significant digits as in this case is a serious concern
in many scientific applications. The long form floating-
point is often the answer to the problem.

The guard digit was naturally not provided just to
cover such contrived situations. It will be valuable
any time both a prenormalization and a postnormal-
ization are required in short floating addition or sub-
traction. This will of course be a small fraction of all
additions and subtractions, but nevertheless a signifi-
cant number.

At this point we have the numerator in floating-
point register 4 and the denominator in 2; an RR for-
mat floating division places the quotient in register 4.
Floating-point division works as follows. Both oper-
ands are prenormalized. The fractions are then divided
to get the quotient fraction. The characteristic of the
denominator is subtracted from that of the numerator,
and then 40s6 is added to get the characteristic again
into excess 40 form. The subtraction is based on the
rule from algebra:
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A-16
B-16°

Division of two normalized six-digit fractions will
always give either six or seven digits, never more or
less. The quotient may need to be shifted right by
one position and the characteristic correspondingly
increased by 1.

An attempted division in which the fraction of the
divisor is zero leads to suppression of the operation,
without the dividend having been affected. A program
interruption occurs.

When the dividend fraction is zero the quotient is
made a true zero, which means that the exponent and
fraction are all zeroes and the sign is plus. In terms
of bits, a floating-point true zero is all binary zeroes.

The final operation is to square the result of the
division, which is standing in register 4. An RR format
multiply in which both operands are register 4 does
the job. Finally a Store Short (STE) puts the result
away as specified.

Figure 112 is provided for those who may wish to
follow the details of the arithmetic in this example.
This output is a composite from the dump program.
Each line gives the mnemonic for the instruction and
floating-point registers 2 and 4 in floating hexadecimal
and in floating decimal. The hexadecimal gives the
full-length number, exactly as it appears in the ma-
chine. The floating decimal is of course a converted
number, and usually not an exact equivalent, since
exact equivalents usually do not exist. Furthermore,
the exponent in the decimal numbers is a true expo-
nent, for our convenience, rather than the internal
excess 64. The floating-point form here is the way
floating-point numbers are usually presented on out-
put.

Figure 113 is a listing of the same program rewrit-
ten to do all operations in double length. The basic
ideas are pretty much the same, but there are differ-
ences in detailed considerations.

The registers named here are the same registers
as before; but this time the full length is used, where
before the low-order half was generally ignored.

Perhaps the most important difference between short
and long operations is that there is no guard digit
for long operations. The reason is that, in contrast with
short operations, there is no simple way to obtain it
(from the standpoint of the machine designer), and
anyway it is not as badly needed. Long operations
have 14 hexadecimal digits, equivalent to about 16
decimal digits, so in a certain sense they already con-
tain their own guard digits.

Figure 114 presents a trace listing of the results of
the program, again in floating hexadecimal and in
floating decimal.

= A/B-16*>?



+.630399901941418€63 E-C3

LE FfPr 2 3E2D3EFCCCCCCCCC
+.13B07598038£28372 E~(2

ME rPr 2 3ESATDFACCCOCCCO
-.13807998038828372 E-(2

LCER epr 2~ BESATOFACCCGCCCO
AE +.316861915588378GC E+C1

£PR 2 4132B2AA0COCCCO0
LE +.3168619155863789C E+01

FPR 2 4132B2AA0CCCCCCC
+.31686191558€3789C E+01

SE Fer 2 41328 2AAC00CCCCO
HER +.31€86191558E3789C E+Cl

FPR 2 4132B2AACCCCCCCO
+.3168619155863789C E+C1

AE  FPrr 2 41328 2AA00CCLCCT
+.31686161558€3785C E+C1

DER err 2 41328 2AA000CCCCC

MER +.31€8€191558€3789C E+C1
FPR 2 41328 2AACCCCCCCC

+.31686191558€6378GC E+C1
STE rer 2 41328 2AACCCCCCCO

W

C.0

FPR 4 0000000000000000
0.0

FPR 4 0000000060000000
C.0

FPR & €000000000C00C00
c.C

FPR 4 00000000000000C0

+.85450000000000000 E+03
FPR 4 4335680000000000

+.260125C0006C006000 E£+03
FPR 4 4310420000600C0C

+.13C06250000000000 E+03
FPR 4 4308210006000000

+.13120027160644531 E+03
FPR 4 4283334500000000

+.414C6127929687499 E+02
FPR 4 42296TF80000CC00

+.17144674301296472 E+04
FPR & ‘436B277A980400C0

+.17144674301296472 E+04
FPR 4 436B277A98040C00

Figure 112. The contents of floating-point registers 2 and 4 after the execution of each instruction of the program of
Figure 111. The top line is floating decimal, the bottom line pure hexadecimal, in each case.

0001C0O 05 FO
coc102
0co1c2 68 20 F C3E
0C01C6 6C 20 F 04¢
0001CA 23 22
0001cC 6A 20 F O4E
000110 68 40 F 02E
9CO114 6B 40 F 03¢
000118 24 44
0C211A 6A 40 F Q2¢
00011E 2D 42
ocola2c 2C 44
QQo0l22 60 40 F 05¢
0002126 OA 00
000128
009128 4112345678SABCCE
009120 43356800600C00CCO
000138 432526000CN0C0C0O
000140 +3E. 2C3EFCEBL1CIT2
000148 +41.20000CCC000CCO
0G60150 +41.328851€EB851E88

000158

START 256
BEGIN BALR 15,C
USING *,15
LD 24D LCAD FLOATING REGISTER 2 WITH C
MD 2,FTWC MULTIPLY ©, IN REGISTER 24 BY 2 )
LCOR 2,2 REVERSE SIGN OF PRCODUCT IN REGISTER 2|
AD 24CCN1 ADD 3.17
LD 4,8 LCAD REGISTER 4 WITH B
SD 4,C SUBTRACT C
HDR 444 USE HALVE INSTRUCTION 7O DIVIDE BY 2
AD 49A ACD A
DDR 4,42 DIVIDE NUMERATCR BY DENOMINATOR
MDR 444 SQUARE THE QUOGTIENT
STD 4eY STORE THE FINAL RESULT
sSve 0
BSs oD
A oC X%41123456789ABCDE"
B DC X*4335680000000000°
C DC X*43252600C0000000°"
D DC D'6.9C4E~4"
FTWO DC De2°
CON1 DC D'3.17¢
Y DS D

BEGIN

Figure 113. Assembly listing of the program of Figure 111, modified to do all operations in double-length floating point
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LD
MD
LCDR
AD
LD
SD
HDR
AD
DDR
MDR
STD

+.69C395999996655$53 E-C3
FPR 2 3E2D3EFCEBD1ICST2

+.13807699969S55697 E~C2
FPR 2 3ESATDFADT7A212EG

-«13807659959555657 E-C2
FPR 2 BESATDFAD7A212EC

+.31€86191959699657 E+C1
FPR 2 4132B2AACBDT7A4S7

+.31€86191969559997 E+Cl
FPR 2 4132B2AACBDTA4ST

+.31€86191999555697 E+C1l
FPR 2 4132B2AACBDTA4ST

+.31€8€191959656697 E+C1

FPR 2 4132B2AACBD7A4SGT
+.31€86191959699957 E+C1
FPR 2 4132B2AA0CBDT7A497
+.316861919%9555557 E+Cl
FPR 2 4132B2AACBDTA4ST
+.3168€1919%9565%37 E+Cl
FPR 2 4132B2AA0BDYA4ST

+.31€86191999555657 E+C1
FPR 2 4132B2AA0BL7A4G7

0.0
FPR 4 GGC0000000000000
C.C
FPR 4 0¢C00000C0000000
C.G
FPR 4 0Go0oC00000000000
C.
FPR & cCc00000000000000
+.85450000CC0000060 E+G3
FPR &4 4335680000C00C00
+.26012500000000000 E+03
FPR 4 43106420000C00000C
+.13006250000000G00 E+03
FPR 4 4308210C00000000
+.13120027777777772 E+03
FPR 4 428333456T789ABCO
+.41406136079014392 E+02
FPR 4 422967F888B917AE
+.17144681049938571 E+04
FPR 4 436B277D58A97860

+.17144681049938571 E+04
FPR 4 436B277D58A97860

Figure 114. The contents of floating-point registers 2 and 4 after the
execution of each instruction of the program of Figure 113
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Loop Control in a Floating-Point Matrix Multiply Subroutine

Matrix multiplication is a familiar application of com-
puters, since it involves a great deal of highly repeti-
tive arithmetic. Furthermore, it is a good sample
problem because it provides a demonstration of what
a computer can do in an area of heavily used floating-
point loops, where time considerations become es-
pecially important.

For readers interested in the loop control and sub-
routine ideas here but not familiar with matrix multi-
plication, the problem is easily stated.

We are given two arrays, called matrices, named
A and B. Matrix A has M rows and N columns; matrix
B has N rows and R columns. The numbers M, N, and
R are fixed for any particular execution of the sub-
routine we shall write, but the subroutine must be
able to operate for any values. The task is to compute
the elements of another matrix C which has M rows
and R columns. Each element of C is the sum of the
product of one row of A and one column of B. In sub-
script notation, the elements of C are given by:

N

b i=12....M
O = Za“ e k=12....R

]o=1 > el

This process can actually be described much more
quickly, in terms of an example. Figure 115 shows
three sample matrices, arranged as in A X B = C.
Matrix A here has four rows and three columns; B has
three rows and two columns. The element shown as

A C
1 2 5 B 22 -8
3 1 6 |x| ! 8 )= 17 =2
-1 1 © 8 2 7 -8
4 2 -5 1 —4 15 56

Figure 115. Illustrations of matrices. The first two are multi-
plied together to give the third, as described in the
text

22 in C is the sum of the products in multiplying the
first row of A (125) by the first column of B (181):
11 4 284 51 =22

We then multiply the first row of A (again) by the
second column of B:
18 4+ 22 + 5- (—4) = -8

If there were further columns in B, they would be
multiplied by the first row of A also, with the results
going to make up the first row of C.

Having multiplied the first row of A by all the
columns of B, we multiply the second row of A by
all the columns of B in turn, to get the second row
of C:

314 1-84 61 =17
3-8+1-246-(—4)=2

Now we multiply the third row of A by all the col-
umns of B in turn, to get the third row of C:

-1-14+18+4+01=7
-1-84+1-2 4+ 0-(—4) =-6

We finally multiply the fourth and last row of A
by the columns of C to get the fourth and last row
of C:

41428 4+ -51=15
4-8 4+ 2-2-5- (—4) =56

This process can be described in a flowchart, if we
agree on some notation. Let us denote by aj; the ele-
ment in the ith row and the jth column of A, by b
the element in the jth row and kth column of B, and
by ci the element in the ith row and kth column of
C. With this much agreement on notation, we can
describe the flowchart of Figure 116. The flowchart
is of course drawn to reflect the coding methods that
we shall use in the program to be described shortly.

The first box has to do with the addressing system
that will be used to run through the elements of the
result matrix C. The i = 1 box says to start with the
first row of A. This action is never repeated. The
k =1 means to pick up the first column of B; this is
repeated. The action j = 1 means to start with the
first product in the series of products; it refers to the
first element in the ith row of A and to the first ele-
ment in the kth column of B. Then before starting the
multiplication loop we clear the element storage in C.

The inner loop gets the sum of the products. The
values of i, j, and k, which will be in base and index
registers in the program, pick out the elements of A
and B. We perform the multiplication and add the
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Figure 116. Flowchart of a method of matrix multiplication
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i=1
| > k=1
—>> j=1
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i=j+1
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>
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c=c+1
<
>
i=i+1

product to the partial sum of products previously ac-
cumulated. We then increment j to move on to the
next element in the row of A and the next element in
the column of B, and ask whether the computation
of the element of C has been completed. If it has not,
we return to form another product and add it to the
partial product.

If we have completed the computation of an ele-
ment of C, we are ready to move on to the next col-
umn of B and repeat the whole process in order to
compute the next element of C. The return is to the
box that resets the j index, so that we begin with the
first element of the ith row of A and the first element
of the kth column of B.

If we have multiplied one row of A by all the col-
umns of B, we are ready to move to another row of A
and repeat the entire middle loop.

Translating this flowchart into a program requires
first of all a decision on how the elements of the three
matrices are to be stored, that is, in row order or
column order. For many purposes it would be best
for all three to be in the same order, usually along the
rows. We could certainly write a matrix multiplication
program based on this assumption. For our purposes
here, however, where we choose to emphasize the
possibility of rapid loops, we shall set up the storage
so as to save time and so as to make possible efficient
computing loops.

The storage scheme will be as follows. Matrix A is
stored in row order, which, to be explicit, means that
the elements are stored in consecutive fullword lo-
cations starting with the first element in the first row.
The second element in the list is the second element
in the first row, etc., across the first row. The next
element then is the first in the second row, etc., etc.
Matrix B is stored in column order: down the columns,
instead of across the rows. Matrix C is stored in row
order.

Now let us turn to the question of setting up this
program as a subroutine. We are to be able to call the
subroutine with a description of the three matrices,
and have it operate correctly for any two matrices A
and B. This will require an agreement on a calling
sequence, as follows:

L 13,AMMPY
CNOP 24

BALR 14,13

DC A(A)

DC A(B)

DC A(C)

DC 1 34.% ¢

DC N’

DC FR’

The symbol AMMPY stands for an address con-
stant that contains the address of the subroutine. A,



B, and C are used to stand for the addresses of the
first elements in the three matrices. Where we have
written M, N, and R in the sample calling sequence,
it is necessary to substitute actual numerical values.

Figure 117 is the assembly listing of a main program
that calls our matrix multiplication subroutine twice.
In the first call, matrix A is to be multiplied by matrix
B and the result called C. A is 4 by 3; B is 3 by 2;
and C is therefore 4 by 2. In the second call, we have
asked for the 3 by 3 matrix named D to be multiplied
by the 3 by 1 matrix E and the result called F. The
values for the elements of these matrices are entered
with DC’s.

Figure 118 is the assembly listing of the subroutine.
The basic idea of the loop control and element ad-
dressing will be as follows. Register 2 will be used
as an index to address the successive elements of
matrix C. Incrementing this index will be done by a
Load Address instruction. This index need never be
tested. Register 3 will select a row of A, and must
therefore start out with the address given in the call-
ing sequence. This base will be incremented by the
number of bytes in a row, 4N. This base will further-
more be incremented and tested with a BXLE in-
struction, so we place 4N in register 4 for an incre-
ment and use 5 for the limit test. Register 5 needs to
contain the starting address plus 4N times one less
than the number of rows, or 4(M—1)N.

Register 3 as a base picks a row of A; an element
within that row is selected by register 7 used as an
index. This starts at zero, is incremented by 4 (register
8) and has a limit test value of 4(N—1) in register 9.

Register 11 picks one column of B. The starting ad-
dress is the first address in B; the increment is 4N
(register 12); the limit test value is 4AN(R—1) (register
13). Register 7 as an index picks an element in a

particular column of B, as well as picking an element
in a particular row of A.

In the subroutine program we begin by saving all
registers. The instructions that follow set up the
various registers as we have described above. Register
6 happens to be available, so a zero is placed in it in
advance to use in clearing storage locations in C.

The outer loop begins at RET3, where we set regis-
ter 11 (column selector for B) to its starting value,
which is easily picked up from the calling sequence.
We shall return to this point each time we move to
a new row of A, at which time we start over on the
columns of B.

At RET2 we set index register 7 back to zero, which
means to go back to the beginning of the A row, and
to start at the top of what will be a new column of
B. This happens only as we begin the multiplication
and summing loop that computes another element of
C, so we clear the C element location at this time as
well.

At RET1 we enter the multiplication and summing
loop itself. This inner loop is just five instructions long,
including the BXLE.

When the BXLE does not branch, it means that we
have completed the computation of one element. We
add 4 to the contents of register 2, in order to move to
another element location in C, then execute a BXLE
on 11, the base that picks a column of B. When this
finally does not branch, we reach a BXLE that oper-
ates on register 3, which picks a row of A. When this
BXLE finally does not branch, the task is finished. We
reset the registers, add 24 to link register 14, and
branch back to the instruction just beyond the calling
sequence.

Figure 119 shows the computed values of matrices
C and F.
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START 256

0001CO 05 FC BEGIN BALR 15,C
€0C102 USING #,15
0go1cC2 41 4C C 004 LA 444
0Qo1ce 41 BC C cce LA 11,11
0001CA 58 AC F 12E L 1C,AMMPY
0CO1CE CNOP 2,4
00N1GE 05 EA BALR 14,10
0CC110 0000¢18C DC AlA)
000114 CON0C1EBC oC AlB)
0C0118 000001C4 DC A(C)
0co11C G000C004 DC Fr4qr
000120 000000C3 DC Fe3e
0C0124 00000002 DC Fr2¢
cgol28 0A 01 SvC 1
0C012A €010¢Q3 oc X*CC1003"*
0C0120 000154 [ AL3(CL1)
000130 58 AQ F 12E L 1C,AMMPY
000134 CNOP 2,4
000134 07 00 BCR CHC
0CN136 05 EA BALR 14,10
000138 000001F4 DC AD)
0G913C 00000218 DC A(E)
ceCn140 00003224 oC A(F)
000144 0000C303 oC Fe'3¢
0C0148 0000CCC3 2] F3e
0C014C 00000CC1 bC Frie®
0€0150 0A 01 SvC 1
0C0152 €01003 DC X'CCl0C3Y
000155 000172 DC AL3(CL2)
0CO158 0A 00 sve [¢]
GCO15A 06 cL1 oC X*Co6?
0C0158 00018cC ocC AL3(A)
00215E 04 bC AL1(4)

¥51. 1C0000

0CO15F 00000C DC AL3(12)
0C0162 [o].) ) DC X1Co?
™ ~ C

oco1ec A DC E*l®
0C019¢C +41,2C0000 oC E*2°
000154 +41.5C00CC DC Et50
0Co158 +41.30C0600 oC E3¢
00019¢C +41.1CG00C DC Evle
000140 +41.€0C00C DC g6
000124 -41.1CC0CC oC E*-1"
0Co1A8 +41.,1CC000 oC E'1*
9001 2C +00.300C00 oC ECe
0CO180 +41.4CC00C oC E'4*
0CO1E4 +41.2CC000 oC E12°
0CO1E8 -41.50C0C0C oC gt*-51
0001EC +41.1060C0 B DC E*l
0C01Co +41.800000 bC grge
0001C4 +41.10000¢C DC E'1’
0001C8 +41.800000 oc geae
aco1ccC +41.20C000 hio E*2?
0001€Co ~41.430900 DC E'-4"
0C01c4 c DS 8F
0CO1F4 +41.4CC0C0C D oC E*4?
Q0001F8 +41.100000 oC E'1l°
0CO1FC +41,300000 DC E*'3
0002C0 +41.40GCCC DC E*4*
0002C4 +41,3CC0CC hle E*'3°
0602C8 4+41.20C500 DC ge2°
09020C +41.300000 oc Ee3¢
000210 +41.10C000 DC E*1
000214 +41.4000C0 DC E*4*
000218 +41.100000 E hilo g1
00021C -41.820000 bl Ev-8¢
000220 +41.5000600 oC E*5?
000224 F DS 3F
000230 00000234 AMMPY  DC A(MMPY)

Figure 117. Assembly listing of a main program that calls a matrix multiplication
subroutine. The four sample matrices are entered with DC’s.
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000234
000238
00023C
000240
000244
0C0248
00024C
0Cn250
0C€0254
0C0258
08025¢C
0C02¢€0
0C02¢62
CC02¢e4
0G02¢8
ggczec
0C026E
0Cn272
000274
600276
0C027A
0cCo027¢C
000280
060284
000288
0Co28C
000290
CC029%4
000298
0C02sC
0C0240
0C02h4
0C024A8
0C02AC
0C02¢t0

00C234

99 OF A O7C MMPY

58 2E C ©08

58 3E C GGC

58 5E ¢ €OC

5B 50 A Q78

5C 4E 0 C1C

89 50 0 0C2

5A 5E 0 COC

58 4 ¢ C1lC

89 40 C 002

41 80 0 004

18 94

18 98

58 DE C 0Ol4

58 DO A C78

1C C4

5A DE O 004

18 C4

1B 66

58 BE C CC4 RET3

18 77 RET2

50 62 G 0CC

78 03 7 CCC RET1

7C 08 7 COC

7A 02 ¢ 00C

70 02 0 0OCC

87 78 A 04C

41 22 0 004

87 BC A 04t

87 34 A C42

98 OF A 07C

41 EE € 018

07 FE

0000CGC1 ONE
TEMP

USING #,1C

STM™ Cel5,TEMP
L 2+81(14)

L 3,C(14)

L 5912{14)
S 5390ONE

M 45161{14)
SLL 542

A 550(14)

L 4416(14)
SLL 442

LA By4

LR 994

SR Gy8

L 13,20(14)
S 13,0NE

MR 12,4

A 13,41(14)
LR 12,4

SR 646

L 11,4(14)
SR 141

ST 64C1(2)

LE CsC(3,7)
ME C,C{11,7)
AE C,C{2)
STE CyCL2)
BXLE 7,48,RET1
LA 24941(2)
BXLE 11,12,RET2
BXLE 3494,RET3
LM G115, TEMP
LA 14,24(14)
BCR 15,14

DC Fe1e

DS 16F

END BEGIN

Figure 118. Assembly listing of a matrix multiplication subroutine

SAVE REGISTERS
A{C)

A(A)

M

M-1

{M=1)N

4{M=1)N

A{A) + 4(M-1)N
N

4N

4

4N

4N—4 = 4{N-1)
R

R-1

4N (R-1)

A(B) + 4N{R-1)
4N
ZERC
K =
Jd =
CIK
ALY
AlJd = BJUK

Cld # AIJ = BJK

CIK = CIK & ALJ = BJK

TEST AND INCREMENT J

MCVE TO NEXT ELEMENT COF C
TEST AND INCREMENT K

TEST AND INCREMENT I
FINISHED — RESTCRE REGISTERS
GET RETURN ADDCRESS

RETURN TQ CALLING PROGRAM
ACDRESS COMPUTATION CONSTANT
REGISTER SAVE AREA

I pt st

¢

+.22C00000 E+02

+.17CCCCCO0 E+02

+.70000000 E+01

+.15C00000 E+02

+.11000000 E+402

-.1000C000 E+02

+.150CC000 E+02

-+800000C0 E+C1

+.20000000 E+01

—«60000000 E+01

+.5600C0C0 E+G2

Figure 119. Printouts of the two product matrices produced when the programs of Figures 117 and 118 were run
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The BXLE and BXH Instructions in Solving Laplace’s Equation

In this section we shall explore further loop control
ideas through the medium of a common problem in
scientific computing. Those who have worked with the
problem. will perhaps find it especially indicative of
the powers of the System/360, but the presentation
assumes no knowledge of the mathematics involved.
Furthermore, the full program will be developed in
several stages, beginning with a very much simplified
special case.

Let us suppose that we are given an array of 20 sin-
gle-length floating-point numbers as indicated in Fig-
ure 120. These 20 numbers are stored in consecutive
fullword locations beginning at symbol MATRIX,
in row order, as suggested in Figure 121. Looking at
either of these figures, we shall refer to the “outside”
numbers as boundary values, and the other six as
interior points. Our task is to find a solution to La-
place’s equation for the boundary values given. We
shall say that we have arrived at a “solution” when
each interior point is the average of its four neighbors;
the exact solution is shown in Figure 122, in which we
see, for instance, that the interior value 6 is the aver-
age of 8,9, 4, and 3; 4 is the average of 6, 6, 2, and 2.

At the outset, of course, we do not know the values
of the interior points that solve the problem, or at

12 9 6 3 0
8 0 0 0 0
4 0 0 0 0
0 0 0 0 0

Figure 120. Array of numbers used to illustrate solution of
Laplace’s equation

MATRIX

MATRIX +20
MATRIX 440
MATRIX 460

MATRIX +4

MATRIX+24
MATRIX4-44
MATRIX + 64

MATRIX+8

MATRIX+28
MATRIX +48
MATRIX 68

MATRIX+12
MATRIX 432
MATRIX 452
MATRIX 472

best we have only some initial guesses. We shall find
the solution by continually improving a set of approxi-
mations to the solution values, as follows.

Beginning with the given initial values, that is, with
zeroes for the interior points, we compute a new value
for the interior point at MATRIX+24. This is done
by averaging the four points at MATRIX -4, MATRIX
+20, MATRIX}-28, and MATRIX+44. The aver-
age is 4.25, which we immediately store in MATRIX-+
24. We now move to the point at MATRIX--28, and
compute a new value for it by averaging its four neigh-
bors, using the new value at MATRIX}-24. The aver-
age of 4.25, 6, 0, and 0 is about 2.56, which is immedi-
ately stored in MATRIX+-28. A similar process places
a value of 1.39 in MATRIX32. Moving down to the
next row, we find a new value for the interior point at
MATRIX+44, by averaging the values at MATRIX -
24, MATRIX+40, MATRIX-+48, and MATRIX--64;
this value is 2.06. In computing a new value at MAT-
RIX448, we shall be using two recently computed
approximations, the ones at MATRIX-}-44 and MAT-
RIX28; the average is 1.15. At MATRIX 52 we get
a value of 0.63. The new values are shown in Figure
123.

MATRIX-16
MATRIX--36
MATRIX--56
MATRIX-76

Figure 121. Addressing system used in illustration of solution of Laplace’s equation

12 9 6 3 0
8 6 4 2 0
4 3 2 1 0
0 0 0 0 0

Figure 122. Exact solution of the example of Laplace’s equation
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12.00 9.00 6.00 3.00 0.00
8.00 4.25 2.56 1.39 0.00
4.00 2.06 1.15 0.63 0.00
0.00 0.00 0.00 0.00 0.00

Figure 123. After the first sweep of the method of solving the

example of Laplace’s equation



This completes the computations in one sweep of
the array. Are we finished? Clearly not, as we can see
by looking at the solution in Figure 122. But naturally
in a real application we would not be doing the prob-
lem if we knew the solution. One acceptable way to
determine whether the process has converged to a
solution is to form the sum of absolute values of the
residues at the interior points. The absolute value of
the residue at a point is just the difference between
the new and the old value, with any minus signs
changed to plus. In the example at hand, the old
values were all zero, so the sum of the residues is just
the sum of the new values, or 12.04.

Now we proceed to another complete sweep of the
array, in all cases using the most recently computed
values for the interior points. For MATRIX--24 this
time we average the numbers 9.00, 8.00, 2.56, and 2.06,
to get 5.40. Before actually storing this result back in
MATRIX24, we subtract the old value to get the
residue of 1.15. The new value at MATRIX4-28 is
3.49, with a residue of 0.93; this residue is added to
the 1.15. This process is continued until we have com-
puted new values for all six interior points, thus com-
pleting the second sweep. The values are as shown in
Figure 124; the sum of the residues is 3.83. This sum
of residues is a good bit less than on the first sweep,
but still not very good. We sweep the array again, to
get the values shown in Figure 125 and a sum of resi-
dues of 1.35. Another sweep leads to Figure 126 and
a sum of residues of 0.48.

12.00 9.00 6.00 3.00 0.00

8.00 5.40 349 1.78 0.00

4.00 2.64 1.69 0.87 0.00

0.00 0.00 0.00 0.00 0.00

Figure 124. After the second sweep of the example of Laplace’s
equation

12.00 9.00 6.00 3.00 0.00
8.00 5.78 3.81 1.92 0.00
4.00 2.87 1.89 0.95 0.00
0.00 0.00 0.00 0.00 0.00

Figure 125. After the third sweep

12.00 9.00 6.00 3.00 0.00
8.00 5.92 3.93 1.97 0.00
4.00 2.95 1.95 0.98 0.00
0.00 0.00 0.00 0.00 0.00

Figure 126. After the fourth sweep

The decision when to stop must be made by the
problem formulator. If we were to require the sum
of the residues to be less than 0.01, it would take an-
other four iterations, giving the values shown in Fig-
ure 127.

12.0000 9.0000 6.0000 3.0000 0.0000
8.0000 5.9986 3.9988 1.9995 0.0000
4.0000 2.9992 1.9993 0.9997 0.0000
0.0000 0.0000 0.0000 0.0000 0.0000

Figure 127. Final solution of Laplace’s equation, with a toler-
ance of 0.01

So much for the most basic ideas of the method of
solution. Let us now write a program to do this, tak-
ing just the same problem.

This is of course a very small example. In practice,
the arrays of interest are a great deal larger, and
dozens or even hundreds of sweeps may be required
for convergence. We therefore quickly become very
interested in making the program as efficient as possi-
ble. To this end, we would in particular like to mini-
mize the amount of loop-control red tape.

Suppose that we use general purpose register 1 as
a base register, loading it initially with the address
of the first element of the array, MATRIX. We then
use general purpose register 5 as an index register,
loading it initially with zero. Now observe that the
following five instructions refer to the five array loca-
tions we need in computing a new value for MATRIX
+24:

LE 2,4(1,5)
AE 2,20(1,5)
AE 2,28(1,5)

AE 2,44(1,5)
AE 4,24(1,5)

In the first instruction, for instance, the effective
address is the sum of: the absolute equivalent of
MATRIX, from the base; zero, from the index register;
and 4, from the displacement. The other addresses are
the same, except for the various other displacements.

Now observe what happens if we increment the in-
dex by 4: every effective address is increased by 4,
leading to the five addresses needed to compute a
new value for MATRIX+28. Incrementing the index
by 4 again leads to the five addresses needed for
MATRIX+432. We are now at the end of the row.
We should like to terminate this loop and branch out
to the larger loop that increments the base register.
We know, of course, that incrementing and testing
a register can be done with one instruction, Branch
on Index Low or Equal (BXLE). ;

Upon reaching the end of the row, we should like
to add 20 to the base register, set the index back to
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zero, and go to work again: with these values for the
base and index, the effective addresses will be those
needed for MATRIX-44. Then incrementing the in-
dex by 4, with the base register contents unchanged,
leads to MATRIX--48. One more increment leads to
the last interior point.

To summarize: With the base and index register
contents described above, we can access all the data
values we need by using fixed displacements and vary-
ing the base and index. The importance of all this,
from a program execution time standpoint, is that the
incrementing and testing of the registers can be done
with one instruction each, if we set up the proper in-
crement and final values for the BXLE instruction.

The increment for the index is clearly 4. The limit
is found to be 8, remembering that the test is made
after adding the increment and that the branch is
made if the sum is low or equal. The increment for
the base is 20 and the limit is 20 more than MATRIX.

We are almost ready to display a program segment
to do all this in less space than it takes to describe it.
The only additional feature needed is a way to limit
the execution of the program in case for any reason
convergence is much slower than anticipated. To this
end we set up a fixed-point value LIMIT which is
loaded into register 4. This value is counted down
after each sweep; if it ever reaches zero, we come to
a Supervisor Call to terminate program execution.

The program is shown in Figure 128. The first five
processing instructions are for initializing the various
control registers. At AGAIN we have the beginning of
a new sweep; we set the sum of the absolute values
of the residues to zero. Then the base register is loaded
with the initial address of the array, and at LOOPA
the index is set to zero. At LOOPB begin the actual
arithmetic instructions. The first four of these form
the sum of the four surrounding values, which is div-
ided by 4. Next we pick up the old value in float-
ing-point register 4 and subtract the newly computed
value from it. The difference is loaded positively into
register 6, to destroy any possible minus sign. This
absolute value is added to the previous sum of the
residues in floating register zero. Finally, the new
value is stored back in the array.

We now reach the BXLE instruction to increment
and test the index register. If the branch is taken, we
go back to compute another new value in the same
row. If the branch is not taken, we reach the BXLE
that increments and tests the base register. If this
branch is taken, we go back one extra instruction in
order to reset the index to zero. If the branch is not
taken, a sweep has been completed. A floating-point
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comparison of the sum of the residues against the
preestablished tolerance determines whether the proc-
ess has converged. If not, we use a Branch on Count
instruction to go back for another sweep — unless the
limit of sweeps has been reached.

The printout of Figure 129 shows the computed val-
ues with a tolerance of 0.001. Eleven sweeps are re-
quired.

Now that we have a clear idea of the basic address-
ing scheme, let us generalize the program. It is, after
all, not very helpful to have a program that can only
be used with four-by-five arrays. The next stage in
the program development will be to make M, the
number of rows, and N, the number of columns, param-
eters of the assembly. Then we can assemble an
object program to handle any size array, simply by
changing a couple of cards.

This approach will require use of the Equate Sym-
bol (EQU) assembler instruction. We shall write:

M EQU 4

N EQU 10
or whatever we wish for a particular array. Then,
wherever M or N appears in the source program, the
value written will be substituted — by the assembler
program. We can therefore write the displacements
and the instructions for setting and incrementing the
registers in terms of M and N. The program as thus
modified is shown in Figure 130. We see that the EQU
technique led to the same displacements as before.

In order to appreciate the need for speed in larger
problems, let us go to a larger array. We substitute
cards giving:

M EQU 11
N EQU 16

The entry for MATRIX is modified to provide 176 full-
words instead of 20, and input values for the boundary
are established. The “shape” of the boundary is very
similar to that in the previous example. In the “upper
left” there is a value of 30; the values along the top
decrease by two’s, and along the side by three’s. The
values on the bottom and right are all zero. All interior
points start at zero, as before. The new assembly list-
ing is shown in Figure 131.

This object program was run, using the 0.01 toler-
ance shown. Convergence required 1186 iterations, in-
volving the execution of some 165,000 instructions.
Now, this number of instructions can be executed in
less than one second on the medium and large models
of System/360, so for this problem speed is not a ma-
jor consideration. But it must be realized that prob-
lems of this sort are seldom as small as this one, where



START 256

0C01C0 05 FO BEGIN BALR 15,0

00C102 USING #,15
0C01¢2 41 20 C 014 LA 242C RCW INCREMENT - USED IN BXLE
0001Cé 41 30 F 08¢ LA 3,MATRIX+20 TEST CONSTANT - USED IN BXLE
00010A 41 60 C 004 LA 644 CCLUMN INCREMENT - USEC IN BXLE
00210E 41 70 0 o008 LA 7,8 TEST CCNSTANT - USED IN BXLE
000112 58 40 F 06A L 45LIMIT LIMIT ON NUMBER OF ITERATIONS
0Co116 3B 0C AGAIN SER 0,C SET SUM OF RESIDUES TC ZERGC
Q00118 41 10 F G72 LA 1,MATRIX BASE - START AT FIRST ADDRESS OF MATRIX
0C011C 18 55 LOOPA SR 545 INDEX ~ START AT ZERO FOR NEW ROW
00011E 78 21 5 004 LooPB LE 294(1,5) GET SUM OF FOUR SURROUNCING POINTS
0go122 7A 21 5 014 AE 242C(1,5)
000126 74 21 5 ClIC AE 24281(1,5)
CCO012A 7A 21 5 02¢C At 2+44(1,5)
0G012€ 7C 2C F Q¢¢ DE 2,FFOUR DIVIDE BY 4 TC GET AVERAGE
000132 78 41 5 0O1¢ LE 4924{1,5) VALUE FROM PREVICUS SWEEP
0C0136 3B 42 SER 442 SUBTRACT NEW VALUE GIVING RESICUE
0co1z28 30 64 LPER 6,44 LCAD PCSITIVE TG CROP ANY MINUS SIGN
00013A 3A 06 AER 0,6 ADD TO PARTIAL SUM OF RESIDUES
00013C 70 21 5 018 STE 2424 (1,5) STCRE NEW VALUE, ERASING OLD VALUE
000140 87 56 F C1C BXLE 5,6,LC0P8 TC MOVE ALCNG A GIVEN ROW
0C01l44 87 12 £ 014 BXLE 1,2,LC0OPA TC DRCP DCWN TC THE NEXT ROW
000148 79 O0C F Q¢E CE C,TOLER SWEEP DCONE IF FERE - CHECK RESIDUE SUM
0C014C 47 40 F G54 BC 4, CUT ALL DONE If SUM LESS THAN TOLERANCE
000150 46 40 F 014 BCT 43AGAIN BACK FOR NEW SWEEP UNLESS LIMIT EXCEEDED
CC0154 0A 00 Sve C DCES NOT CCNVERGE
000156 0A 01 oLT svC 1
000158 C03001 oC x*Ccc3Cco1?
0C0158 C001¢€C bc AL3(DL)
0CDN1SE 0A 00 svC g
0001¢€0 06 cL bC X*Cé6?
00n1€l 000174 0c AL3 (MATRIX)
0C01¢4 C4 DC AL1(4)
0001¢€5 000014 oC AL3(20)
0C01¢8 +41.4CCCC0 FFOLR DOC E*4
0001¢C 00000032 LIMIT DC Fe5(°
000170 +3E.418937 TOLER ©DC E*C.CC1"
0C0174 +41.CGCOCC MATRIX DC E*12.C*
€C0178 +41.9CL00C oC E'G.C?
0Co17C +41.603C000C cc E*6.0*
€00180 +41.3000CC BC £'3.C°
000184 +00.00C0C00 bcC E*C.0!
gcois8s +41.800000 e E*8.0°"
00518C +0Q.C0C0GO 2] gE*C.C!
CC0130 +00.CCCCCO oC E*C.C!
0C01%4 +00.2C0C0C0C DC g*c.0!
cco198 +00.CC0C0C0 bC E*C.O"
00019C +41.4C0000 oC E*4.0"
000140 +00.20C0C0 DC E*C.0?
0CClaa +00.CCCOCC oc E'C.C!
CCol48 +00.0C0CCCC De E*C.C!*
oco1aC +00.7CCCCO boC E'C.C*
0CO1E0 +00.000000 DC EYC.C!
QCO1E4 +00.CCCOCC DC E'C.C!
0GO1E8 +00.0C0C0CO oC E'C.C*
CCD1EC +00.0CCOCO [0 E*C.C*
0001C0O +00.020C000 oC E'C.C?

END BEGIN

Figure 128. Assembly listing of a program for solving Laplace’s equation
for the boundary values shown in Figure 120

+.12000000 E+02 +.SCCOCOCO E+C1 +.6CCCCOC0 E+O1 +.30000000 E+01 0.0
+.8C0G0000 E+01 +.59G699275 E+01 +.36995359 E+0O1 +.16999742 E+0C1 0.0
+.40000000 E+01 +429999570 E+01 +.19999637 E+01 +.59998450 E+CC G.C
0.0 .0 0.0 0.0 0.0

Figure 129. Final solution of Laplace’s equation, with a tolerance of 0.001
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B SIAKT 2050
00010 05 FC BEGIN BALR  15,C
00C1C2 USING #,15
00CC04 M EQU 4 NUMBER OF ROWS
£00005 N EQU 5 NUMBER OF COLUMNS
000102 41 20 0 014 LA 2,42N ROW INCREMENT - USED IN BXLE
000166 41 30 F 08¢ LA 3,MATRIX+4%N#M-~12#N TEST CONSTANT - USED IN BXLE
0CO1GA 41 60 0 004 LA 614 COLUMN INCREMENT - USED IN BXLE
0001CE 41 70 © 008 LA 7,42N-12 TEST CCNSTANT - USED IN BXLE
000112 58 40 F O&A L 4,LIMIT LIMIT CN NUMBER OF ITERATIONS
000116 38 00 AGAIN SER 0,C SET SUM OF RESIDUES TO ZERO
000118 41 10 F 072 LA 1,MATRIX BASE - START FIRST ADDRESS OF MATRIX
00011C 18 55 LOOPA SR 545 INDEX - START AT ZERO FOR NEW ROW
00011E 78 21 5 004 LOOPB LE 244(1,5) GET SUM OF FOUR SURROUNDING POINTS
000122 7A 21 5 Ol4 AE 2442N(155)
0060126 7A 21 5 CiC AE 244%N+8{1,5)
000124 7A 21 5 02C AE 2,84N+4(1,5)
000126 70 20 F 06¢& OE 2 ,FFOUR DIVICE BY 4 TO GET AVERAGE
000132 78 41 5 018 LE 4,4%N+4(1,5) VALUE FROM PREVIOUS SWEEP
000136 38 42 SER 442 SUBTRACT NEW VALUE GIVING RESIDUE
000138 30 64 LPER 6,4 LOAD PGSITIVE TO DROP ANY MINUS SIGN
000134 3A 06 AER  C,6 ADD TG PARTIAL SUM OF RESIDUES
00013C 70 21 5 ole STE  2,4%N+4(1,5) STORE NEW VALUE, ERASING OLL VALUE
000140 87 56 F 01C BXLE 5,6+LCOPB TC MCVE ALONG A GIVEN ROW
000144 87 12 F O1A BXLE 1,2,LCOPA TO DROP DCWN TO THE NEXT ROW
000148 79 00 F O6E CE 0,TOLER SWEEP DONE . IF HERE — CHECK RES SUM
00014C 47 40 F 054 BC 4,CUT ALL DCNE IF SUM LESS THAN TOLERANCE
000150 46 40 F 014 BCT  4,AGAIN BACK FCR NEW SWEEP UNLESS LIMIT EX
000154 0A 00 sve ¢ DOES NCT CONVERGE
000156 0A 01 out sve 1
000158 €03001 oc X1CC3001¢
000158 000160 DC AL3(DL)
OO001SE 0A 00 SVC  ©
000160 06 DL DC X1C6*
000161 000174 e AL3 (MATRIX)
000164 04 oC AL1{4)
0001¢5 000014 oC AL31(20)
0001¢8 +41. 400000 FFOUR DC E14°
00016C 00000032 LIMIT DC Fes5Qe
000170 +3E.418937 TOLER DC E*C.001°"
000174 +415C00000 MATRIX DC E'12.0°
000178 +41.900000 DC E*S.0°*
00017C +41. 606000 nC E'6.0"
000180 +41.306000 DC E'3.0°
000184 +00.000000 hid E'C.0*
000188 +41. 800000 bc E'8.0"
00018C +00.00C000 DC E'C.0*
000190 +00. 000000 DC E*C.C*
000194 +00. 000000 oC E*0.0°"
000198 +00.0060000 DC E*C.0°"
0C01SC +414 400000 DC E'4.0!
0C0140 +00.00C000 nC E£1C.0*
0C0144 +00.000000 DC E*C.O0"
000148 +00:000000 DC E*C.0!?
00014C +00.000000 DC E'C.0"
0001E0 +00400C000 oC E'C.Q*
0C01E4 +00.00C0C0 DC E'C.0*
0001&8 +00. 000000 DC E'C.0"
QO001EC +00.000€00C DC E'C.C*
0001C0 +004000000 DC E'C.0*
END  BEGIN

Figure 130. Assembly listing of the program of Figure 128, modified to use EQU
entries to define the size of the matrix
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0001Cc0O

000102
080106

00010E
000112
000116
0C0118
00011C
00011E
0g0122
000126
00012A
00012E
000132
000136
¢C0138
00013A
00013C
000140
000144
000148
00014C
600150
0C0154
0C0156
000158
000158
0CO15E
000160
0001¢€1
000164
000165
000168
0C01¢&C
000170
000174
0co178
00017C
000180
000184
0C0188
00018C
000190
000194
000198
0cC019C
000140
000144
000148
0C014AC
0001E0
000184
00018e8
0001&eC
a¢01Co

(]
00041C
000420
000424
000428
00042C
00043C

000108

05 FO

41 20 0 04C
41 30 F 272
41 60 0 004
41 70 0 034
58 40 F 06A
38 00

41 10 F 072
18 55

78 21 5 004
7A 21 5 C4C
TA 21 5 048
TA 21 5 084
70 20 F 066
78 41 5 044
38 42

30 64

3A 06

70 21 5 044
87 56 F 01C
87 12 F 01A
79 00 F O&E
47 40 F 054
46 40 F 014
cA 00

04 01
€03001
000160

0A 00

06

000174

04

000080
+41.400000
00000096

+3F.28F5C3
+42.1EQ000
+42.1C0000
+42.1A0000
+424180000
+42.16000C
+42.140000
+42.120000
+42.100000
+41.E£00000
+41sC000CC
+414ACC000
+41.800000
+41460000C
+4144CG000

+41.200000

+00.00C000
+42. 180000
+00. 000000
+00.000000
+00.0CC000

+007 00
+00.00CCCC
+00. 000000
+00.000000
+00. 000000
+00. 00GC000
+00.00C000

600102
oocoos
€00C10

START 256

BEGIN BALR 15,5C
USING =,15
M EQU 11
N EQU 1¢
LA 234*N
LA 3y MATRIX+42NsM—125N
LA 644
LA 7,4%N-12
L 4,LIMIT
AGAIN SER C,C
LA 1,MATRIX
LOGPA SR 5,5
LOOPB LE 2441145)
AE 214%N{1,5)
AE 2,42N+8(1,5)
AE 2+18%N+4{1,5)
DE 2,FFOUR
LE 434%N+4(145)
SER. 4,2
LPER 6,4
AER 046
STE 234%N+411,5)
BXLE 5,6,L00PB
BXLE 1,2,LCOPA
CE O+ TOLER
BC 4,CLuT
BCT 43AGAIN
svC s}
ouT SsvC 1

DL

FFOUR
LIMIT
TOLER
MATRIX

bC X*Cgc3001°*
DC AL3(DL)

SvC c
DC Xtce"
oC AL3(MATRIX)

DC ALl(4)
DC AL31{176)
3] Ev4r

DoC F*150°
DC E'C.C1*

DC EY3C!
DC E*28?
DC E'26°
oC E'24°
DC E122?
oC E*2C*
DC E'18?
DC E*lée?
DC E'14"
DC E*12°
219 E'10"
DC £8°*
oc E'6!
oC E'4¢
DC E*2!
DC E'O?
DC E'27°
DC E'C*
DC E*C?
DC E*C?

NUMBER CF ROWS

NUMBER OF COLUMNS

ROW INCREMENT - USED IN BXLE

TEST CCNSTANT - USED IN BXLE
COLUMN INCREMENT - USED IN BXLE
TEST CCNSTANT — USED IN BXLE

LIMIT CN NUMBER OF ITERATIONS

SET SUM CF RESIDUES TO ZERD

BASE —~ START FIRST ADDRESS OF MATRIX
INDEX — START AT ZERO FOR NEW ROW
GET SUM COF FCUR SURROUNDING POINTS

DIVIDE BY 4 TG GET AVERAGE

VALUE FRCM PREVIOUS SWEEP

SUBTRACT NEW VALUE GIVING RESIDUE
LCAD PCSITIVE TO CROP ANY MINUS SIGN
ADD TC PARTIAL SUM OF RESIDUES
STORE NEW VALUE, ERASING OLD VALUE
TC MCVE ALCNG A GIVEN ROW

TC DRCP DCWN TO THE NEXT ROW

SWEEP CONE IF HERE — CHECK RES SUM
ALL DONE IF SUM LESS THAN TOLERANCE
BACK FGR NEW SWEEP UNLESS LIMIT EX
DCES NCT CONVERGE

0C01C4 +00.0C0000 c E*G?
0co1cs e ‘
0001 - B -

DO

DC E*c?
DC E'G?
bC E'C!
oC E'C?
oC E'C
DeC E*C
END BEGIN

Figure 131. Assembly listing of the program of Figure 130, modified to accept
an 11 by 16 matrix, and with suitably modified boundary values
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we have only 11 rows and 16 columns. Problems with
more than 100 rows and columns are not exceptional,
and it is frequently necessary to solve each such prob-
lem with many variations in the boundary values. It
is not really difficult to devise tasks of this general sort
that can use dozens of hours of time on the fastest
computers available. We have thus come to a situa-
tion where anything reasonable that can reduce object
program running time is worth considerable effort in
numerical analysis and programming,

Let us first turn to a possibility for improvement that
will nicely illustrate the powers of the instruction
repertoire and register operation of System/360.

Suppose that the boundary values had been ar-
ranged a little differently, as shown in the four-by-five
case below; the zeros are at the left and top instead
of the right and bottom.

0 0 0 0 0

0 0 0 0 4
0 0 0 0 8
0 3 6 9 12

This means that as we sweep along the first row, all
the new approximations computed in the first sweep
will be zero except the last one in the row. In the
second sweep, all but the last two values in the first
row will still be zeros, etc. The new approximations
are working “upstream,” so to speak. Might not con-
vergence be faster if the sweeps worked from right
to left and bottom to top, rather than the way they
do? To prove that there is some possible value to the
scheme, we can run the program as it stands, but with
the rearranged boundary values. Convergence this
time requires 122 iterations as against 116. This is not
a truly huge difference, but rewriting the program
will be sufficiently educational to be well worth the
effort.

The task before us is to rework the sweep logic. The
basic tool this time will be the Branch on Index High
(BXH) instruction, rather than the BXLE. This
change will require rather different starting values for
the index and base registers, and for their decrement
and limit registers. We shall finally see an example
where the decrement and limit can usefully be the
same value, in the same register.

This time we want the base register, which we re-
member picks the row, to start at the second from the
last row. The address of the first element in this row
is MATRIX+4N(M—3); a Load Address instruction
can put the value there. Register 8 is used for the base
this time. Register 12 is the decrement register; it
needs to contain —4N this time. This is best done by
loading 4N into the register with a Load Address and
then loading the register negatively from itself. The
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limiting value must be considered carefully. We recall
that BXH first adds the increment (which means
a subtraction as we have arranged things), then
branches if the sum is greater than the limit (not
greater than or equal). Since we do want the loop exe-
cuted with the base register containing the address
of the first row, the limit will have to be the address
that the row before the first row would have, if there
were one. We accordingly load register 13 with
MATRIX—4N.

The index register this time should initially pick out
the second from the last column. The element in the
second from the last column in a row is 4(N—3) bytes
beyond the first element in that row; this is according-
ly the value we place in register 10, the index register.
The decrement value is —4. The limit value, as it hap-
pens, is also —4. We want the index loop to be exe-
cuted with the index containing zero, which requires
a limit 4 less than zero, the way the BXH instruction
works. Since the decrement and limit are both —4,
there is no reason not to put them in the same register,
11 in this case. This is based on the phrase in the de-
scription of the BXH: “The limit register is odd and is
either the same as the increment or one greater”. That
is, if the increment register is odd, then the limit is in
the same register.

These changes in the program are readily made,
leading to Figure 132. The BXH instructions are se-
quenced so that the base register varies most rapidly.
This means that we first go up the rightmost interior
column, then go up the next to the rightmost interior
column, etc. If it were thought preferable, it would be
a simple matter to have the index vary most rapidly,
so that we would be going across the rows from bot-
tom to top, instead of going up the columns from right
to left.

This program was run requiring the same number
of iterations to converge that the previous program did
on the original boundary values.

As noted, this is not a very large percentage in-
crease, however instructive it may be. We therefore
turn to another method for speeding up convergence
that will definitely be important.

Suppose that each time a new approximation is com-
puted, we inspect the difference between the new
value and the old value. We can assume pretty safely
that yet further change will be required for conver-
gence; why not extrapolate a bit? In other words, we
shall add to the old value some constant times the dif-
ference between the new and old. This constant we
my call o. Writing u for the values of the matrix ele-
ments and using “old” and “new” subscripts to denote
the previous and newly computed values, the formula



000100

000102
000106
000108
00010C
000110
600112
000116
000118
00011C
000120
000124
000128
00012C
000130
000134
000138
00013A
00013C
00013E
000142
000146
00014A
00014E
000152
000156
000158
0CO015A
0GC0150
000160
000162
000163
6CO166
000167
0C016C
000170
000174
0go178
00017C
000180

000424
000428
00042C
000430
000434

05 FO

41 CO 0 040
11 CC

41 DO F 03¢
41 BO 0 004
11 BB

58 40 F C6E
38 00

41 AC 0 034
41 80 F 27¢
78 28 A 004
TA 28 A 04C
TA 28 A 048
TA 28 A 084
70 20 F Q64
78 48 A 044
3B 42

30 64

3A D6

70 28 A 044
86 8C F O1¢€
86 AB F Q1A
79 00 F 072
47 40 F 056
46 40 F 014
OA 0C

OA 01
€03001
000162

0A OC

06

000178

04

000080
+41.4CC0C0
00000096
+3F.28F5C3

+42.1EGCO0
+42.1C0000C
£42.1A0000

+00.00C0C0O
+00.000000
+00. 000000
+00.000000
+00.000000

gcclc2
oo0Qocs
00CC10

START 256

BEGIN BALR 15,0

USING #,15
M £QU 11
N EQU 16
LA 12,4%N
LNR 12,12
LA 13 ,MATRI X—4#N
LA 11,4
LNR 11,11
L 45LIMIT
AGAIN SER 0,0
LA 10,42N-12
LOOPA LA 8y MATRIX+4uNeM-122N
LOGPB LE 2,4(8,10)
AE 2¢4%N(8,10)
AE 294%N+81(8,10)
AE 258«N+41{8,10)
DE 25FFCUR
LE 434%N+4(8,10)
SER 442
LPER 6,4
AER 056
STE 294%N+4(8,10)
BXH 8,12,L00PB
BXH 10,11,LCCPA
CE 0 TOLER
BC 4,40UT
BCT 49AGAIN
svC ¢}
out SvC 1
DC X*C03001°
DC AL3(DL)
svC 0
ot DC XCo6*
DC AL3(MATRIX)
plies ALL{4)
DC AL3{176)
FFOUR DC Et4.C*
LIMIT ©DC Fe150°*
TOLER . DC E*C.O1°"
MATRIX DC E*30°*
DC g°28°
oC E*26°

000420  +00.00000 B¢ ETC

DC E*C*
DC E*C?
DC EC?
DC E*C?
DC E*C?*
END BEGIN

NUMBER OF ROWS

NUMBER Gf COLUMNS

RCW DECREMENT - USED IN BXH

MAKE NEGATIVE

TEST CONSTANT - USED IN BXH

COLUMN DECREMENT AND TEST - FOR BXH
MAKE NEGATIVE

LIMIT CN NUMBER OF ITERATIONS

SET SUM COF RESIDUES TO ZERO

INDEX - START AT RIGHT OF NEW ROW
=4N{M-3) START BASE AT LAST ROW
GET SUM OF FCUR SURROUNDING POINTS

DIVIDE BY 4 TG GET AVERAGE

VALUE FROM PREVIOUS SHWEEP

SUBTRACT NEW VALUE GIVING RESIDUE
LCOAD PCSITIVE TG CROP ANY MINUS SIGN
ADD TG PARTIAL SUM OF RESIDUES

STORE NEW VALUE, ERASING COLD VALUE
TG MCVE UP A ROW

TC MCVE LEFT CNE COLUMN

SWEEP DONE IF HERE — CHECK RES SUM
ALL DCNE IF SWEEP LESS THAN TOLERANCE
BACK FCR NEW SWEEP UNLESS LIMIT EX
DCES NCT CONVERGE

Figure 132. The program of Figure 131 modified through the use of BXH’s instead of BXLE’s

to sweep in a different manner
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becomes
Unew = Uold o (average —uou)
If the new value were all that was needed, we would
write the program to implement this formula. But we
also need the difference in explicit form itself, in order
to accumulate the sum of the absolute values of the
residues. The formula for the difference is:
residue = unew —Uoa
= Uou + o(average —uod)—uou
= w(average —od)

In other words, after computing the average as be-
before, we can subtract the old value, then multiply
by o to get the residue. The absolute value is taken as
before. We finally add the old value to the residue
(with its minus sign, if any) and store the extrapolated
new value. Figure 133 shows the program of Figure
131 modified to compute the extrapolated residue and
new value in the manner just described. Note that o
is called OMEGA in the program.

The optimum value of » is a function of the shape of
the region and of the boundary values. For a value of
o =1, we have the original unaccelerated method;
values of 2 and greater prevent convergence ever. The

program of Figure 133 was run with a number of
values for o, to find the most effective value of o.
This turned out to be 1.62, for which only 22 iterations
were required. Clearly, the time saving is highly sig-
nificant, approaching a factor of six over the unac-
celerated version.

Summary

In this chapter we have considered two topics of
prime importance to the scientific and engineering user
of computers: floating-point operations and efficient
loops. System/360 offers powerful capabilities in
both areas. In floating operations System,/360 provides
the guard digit and fully automatic double-length
operations, features not found in most other comput-
ing systems. For heavily used loops, System/360 pro-
vides the power of extremely efficient and flexible loop
testing and modification instructions, together with the
ability to modify an address with a base register and
an index register, both of which may vary.

START 256

€00I00 05 FQ BEGIN BALR 15,0

000102 USING #,15

000008 ] EQU 11 NUMBER BF ROWS

006010 ] EQU 16 NUMBER OF COLUMNS
€00102 41 20 0 04C LA 2,40 ROW INCREMENT - USED IN BXLE
€00106 41 30 F 27€ LA 3,MATREX+4%NsM—12+«N TEST CEBNSTANT - USED IN BXLE
C€O010A 41 60 0 004 LA 614 COLUMN_ INCREMENT - USED IN BXLE
C6010E 41 70 O 034 LA Teo4eN-12 TEST CBNSTANT - USED IN BXLE
coo112 58 40 F 072 t 45LIMIT LIMIT BN NUMBER OF ITERATIONS
€00116 38 00 AGAIN SER 0,0 SET SWM OF RESIDUES TO ZERQO
cool1s 41 10 F O7€ LA 1 MATREX BASE — START FIRST ADDRESS OF MATRIX
€oo11C 18 5% LBOPA SR 5,5 INDEX — START AT ZERO FOR NEW ROW
COOIL1E 78 21 5 004 LOOPB LE 244(1,5) GET SUM OF FOUR SURROUNDING POINTS
cooi22 TA 21 5 040 AE 2+444N(1,5)
€80t26 TA 21 5 048 AE 2449N+8(1,5)
€0012A TA 21 5 084 AE 2,83N+4(1,5)
COOL2E 7D 20 F 06E DE 2,FFOUR DIVIDE BY & TO GET AVERAGE
co0132 78 21 5 044 SE 2,42N+4(1,5}) NEW VAEUE MINUS OLD VALUE
€00136 7C 20 F Q7A ME 2,0MEGA ACCELERATED DIFFERENCE
too13A 30 42 LPER 4,2 MOYE ABSOLUTE VALUE TC REGISTER 4
€0013¢ 3A 04 AER 0,4 ADD T® PARTIAL SUM BF RESIDUES
€00L3E 7A 21 5 044 AE 2,4#N+4{1,5} ADD OLD VALUE TD ACCELERATED DIFF
€00142 70 21 5 044 STE  2,4#N+4€1,5) STORE NEW VALUE, ERASING OLD VALUE
€00L46 87 56 F 01C BXLE 5,6,L00PB TO MOGVE ALONG A GIVEN ROW
CO0E4A 87 12 F 0OlA BXLE 1,2,L00PA TO DROR DOWN TO THE NEXT ROW
CAOI4E 79 00 F 076 cE 0.TOLER SWEEP DORE IF HERE — CHECK RES SUM
€¢o0152 47 40 F 05A BC 5,0UT ALL DBNE IF SUM LESS THAN TOLERANCE
€e0156 46 40 F 0l4 BCT  4,AGAIN BACK FEBR NEW SWEEP UNLESS LIMIT EX
CO015A 0A 00 SVC 0 DOES NOGT CUNVERSE
€0015C 0A O1 ouT sve 1
COO015E €03001 DC X1C03001°*
Ceorsl 00C166 e AL3(DLY
Coor6s 0A 00 s¥¢ o
€00166 06 ot bc 206
ceo167 000180 DC AL3(MATRIX)
CO016A 04 DC ALll4)
co0168 000080 DC AL3(176)
060170 +41.400000 FEGUR DC E?4.0"
€00174 000006096 LERIT BC F Y150
€o0178 +3F.28F5C3 TOLER BC £20.01
00017¢ +41,19€885 OMEGA DC E'I.62°¢
€00180 +42.1E0000 NATRIX DC €430
€00184 +42,1C0000 DC E'28°

WW—/\

Figure 133. The program of Figure 131 modified to develop the residue and the new value
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1. Write the DC instructions for the following short
floating-point numbers:
3.14159265
—2.78
38754 x 10¢
.00000278
—.000236 x 10—7

2. Write the DC instructions for the following long
floating-point numbers:
3.141592653589793
—-2.78
—0.003 x 10—3
3.8 x 108¢
0.000000008

3. Show the “pure” hexadecimal form that the fol-
lowing DC entries will generate in storage (Note that
16777216 equals 16° and that .59604644 X 10—7 equals
16-7):

DC E32

DC D32

DC E’16777216

DC E’.59604644E—7

DC E’-.59604644E—-7’

DC E’-16777216

DC X'C7100000

4. If BIN assumes the value of a positive binary
integer, what will general register 14 contain at the
end of the Add command?

L 14,BIN
A 14,CHAR
BIN DS ' F

CHAR DC X’46000000

Questions and Exercises.

5. What will be in the affected registers after execu-
tion of each of the following sets of instructions?
a. LE 2,A
AE 2,B
HER 42

DC X"41789ABC’

A
B DC X’41876544’
b. LE 6,A
SR 6.6
A DC E15
c. L 3A
A 3B
A DC E'l’
B DC X’01000000

6. Assume A, B, and C are floating-point numbers.
Write a program segment to evaluate:

A-BxC

A4+BxC
7. Assume a; values are floating-point numbers, N is
a binary number and cannot exceed 100. Write a pro-
gram segment to evaluate:

N

2N
N
i=1

a. Where the a; values are in the short form.
b. Where the a; values are in the long form.
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Chapter 11: Automatic Interrupts

Since System/360 is designed to operate with a mini-
mum of manual intervention, it must be capable of
redirecting its activity when prescribed or unusual
situations arise. Such situations, which require an in-
terruption of the main program, may be the result of
conditions external to the system, in input/output
(I/O) units, or in the CPU itself. An I/O operation
or the entire job may be finished, and the machine
must be told what to do next. Unacceptable input
data, a program error, or a machine error may require
a corrective routine or, if the error is irrecoverable, a
program dump. All these and many more situations
necessitate use of the automatic interrupt system.
Finally, the programmer himself frequently finds it
necessary to switch from the problem state to the

Introductory Concepts

Programming vs Machine Interrupts
Interruptions and changes of state in the CPU necessi-
tated by program or machine errors, completion of in-
put/output operations, and other conditions used to be
handled by rather complex programming instead of
automatic hardware-controlled interrupts. Where the
equipment provided one or more independent chan-
nels to permit overlapping I/0 operations with proc-
essing, the program had to interrogate the channels re-
peatedly to determine whether they were free to start
an 1/0 operation, such as reading input data or print-
ing out results. At the end of each operation, the inter-
rogation would start all over again, before the next I/0
operation could begin. ,

In contrast, in the System/360 the channels them-
selves signal the processing unit when they become
free upon completion of an I/O operation. The chan-
nel signals are recognized by electronic circuitry,
which automatically calls in the interrupt supervisory
program to initiate and handle the I/O interrupt. This
automatic interrupt procedure results in far more ef-
ficient utilization of the processor than is possible with
a program of repeated interrogation.

182

supervisory state, by calling the Supervisor via the
automatic interrupt system.

In the following pages we shall explore some of the
features and implications of the System/360 interrupt
system of interest to the prospective programmer. We
shall find out what the system does by itself and what
must be done by the problem programmer. In the
process we shall also gain some familiarity with the
control program (called the “Interrupt Supervisor™)
that handles all System/360 interrupts. No specific
level of programming support is assumed in the dis-
cussion of control program and problem program
functions. (We shall not be overly concerned with
the details of the control program, since these are the
responsibility of the IBM programmer and are de-
scribed in the appropriate SRL publication. )

Similarly, in processing arithmetic operations, it used
to be the concern of the problem programmer to tell
the machine what to do in case of an overflow. He had
the choice of either letting the computer grind to a
halt, for manual intervention and correction, or insert-
ing a Branch on Condition to a fixup routine after
each instruction that might conceivably result in an
overflow. With the automatic interrupt system, how-
ever, the machine itself recognizes the overflow condi-
tion and automatically fetches the address of a correc-
tive routine from a fixed location in storage. The CPU
then branches to this routine, while temporarily inter-
rupting the program in progress. Again, the program
interrupt is accomplished automatically by circuitry,
while the branch to the overflow fixup routine is han-
dled by the interrupt supervisory program; the over-
flow fixup routine itself is, of course, the problem pro-
grammer’s concern, as before.

At this point we begin to see that there are really
two types of independently prepared programs stored
in any System/360 machine: one is the IBM-prepared
supervisory program (“Interrupt Supervisor”) that
handles the various types of machine interrupts and



automatic branching; the other consists of the user’s
application program and various fixup and other cor-
rective routines, to which the machine is directed to
branch after the interrupt. Only the application pro-
gram and corrective branch routines are prepared by
the “problem” programmer at the installation; the
IBM-prepared supervisory program is not normally his
concern. Later on we shall explore how the System/
360 architecture distinguishes between the two types
of independently prepared programs in storage.

Return to Problem Program

After an interrupt has occurred and has been taken
care of, how does the system “remember” the point of
return from which to resume processing the problem
program? In the Branch on Condition type of situation
discussed earlier, the programmer himself provided the
linkage from the branch back to the original program.
With an automatic interrupt, however, the programmer
does not know the return point and, therefore, the ma-
chine itself must save the return address in a fixed stor-
age location. The return address alone, however, is in-
sufficient information to automatically control the in-
terrupt action and return. Along with the address, the
complete status of the system at the time of the inter-
rupt must be recorded, including the cause of the inter-
rupt and related information. This will make it possi-
ble, at the conclusion of the interrupt routine, for the
machine to be restored to the state existing before the
interrupt.

The Program Status Word (PSW)

The necessary status information of the system at the
time of interruption is contained in a doubleword
(eight bytes) known as the program status word
(PSW). We shall look at the format and precise infor-
mation contained in the PSW in more detail later on,
but suffice it to say for the moment that the controlling
or “current” PSW contains the location of the next in-
instruction, the program state of the CPU (whether
interruptible or not, stopped or operating, running

OLD PSW
\7 CURRENT PSW

NEW PSW _,_../

MAIN STORAGE

Figure 134. PSW switching during interrupt

or waiting, and in a problem or supervisory state),
the length of the last instruction, and the outcome
of arithmetic or logical operations (called condition
code). The current PSW is essentially equivalent to
the “control register” of earlier computers.

Since the relevant status information of the system
is available at any time in the current PSW, all the
machine need do upon the occurrence of an interrupt
is.to record in some way the cause of the interrupt and
then file away the current PSW at a fixed doubleword
location in main storage; from there it may be re-
trieved after the interrupt has been dealt with. Upon
encounter of an interrupt, the current PSW thus be-
comes an “old” PSW, which is stored at a fixed loca-
tion in core (see Figure 134). A doubleword location
with a different address is reserved for each major
class of interrupt. Simultaneously, to service the inter-
rupt and branch to the appropriate fixup (or other)
routine, a “new” PSW must be fetched from a different
fixed location in storage. Again, a new PSW double-
word location with a different address is reserved in
storage for each class of interrupt. Thus there are fwo
fixed locations in main storage for each class of inter-
rupt: one to receive the old PSW upon occurrence of
an interrupt, and the other to furnish the new PSW
that services that class of interrupt (see Figure 134).

In brief, an interrupt of a particular class (there are
five major classes) simply replaces the entire current
PSW, by placing it in the old PSW location in main
storage for that class, and then fetching a new PSW for
the required class from its location in main storage.
The new PSW contains the information necessary (lo-
cation of fixup routine, etc.) for handling the inter-
ruption. After the interrupt has been serviced, a single
instruction recalls the old PSW and processing con-
tinues from the point of interruption.

Through previous studies in this book, you may re-
call that a simple branch instruction replaces only the
instruction address portion of the current PSW; this
should be contrasted with the interrupt action, which
replaces the entire current PSW. In essence, however,
an interrupt is simply an automatic branch to a new
sequence of instructions.
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Interrupt Action

The general pattern of interrupt action now begins to
emerge; it is also graphically illustrated in Figure 135.
When an interrupt occurs (perhaps because of an
arithmetic overflow, completion of an I/O operation,
or other condition), the machine first determines the
general class of interrupts involved, and then proceeds
to:

1. Store the current PSW ( which controls the prob-
lem program) in the appropriate old PSW location.
The old PSW preserves the general status of the proc-
essor, gives the reason for the interrupt, and also con-
tains the address of the “next” instruction of the prob-
lem program (that is, the point at which we left it).
All this is done automatically.

2. Fetch a new PSW from the appropriate location
in storage (for the particular class of interrupt) and
load it as the current PSW. This new PSW “points™ to
the first instruction of the interrupt-handling routine,

which is part of the supervisory control program (the
“Interrupt Supervisor”). Again, this is done by elec-
tronic circuitry, though the “pointer” to the interrupt
routine had to be initialized by a programmer.

The interrupt routine now proceeds to analyze the
cause of the interrupt, stored in the old PSW location.
and then takes the appropriate action required for the
type of interrupt involved. Depending on the cause of
interrupt, this may consist of initiating an 1/O oper-
ation, branching to a “fixup routine” to correct the
problem (see Figure 135), calling for a dump pro-
gram, etc.

Evidently, the interrupt-handling routines, with the
associated corrective routines, dump programs, etc.,
are prepared by a programmer, but not usually the
problem programmer at the installation. As we shall
see later on in more detail, the interrupt-handling rou-
tines, or Interrupt Supervisors, for various application
programs are part of the control program package that

Problem Machine Supervisory
State Interrupt State
PROBLEM INTERRUPT
PROGRAM Old PsSW O HANDLING ROUTINE
. @) \ (Supervisor)
N (2)
(1) Current PSW 1 ? Analysis

X’ Interrupt
Overflow (or
other condition)

New PSW

FIX-UP
ROUTINE

(To
correct
cause of
Interrupt)

Figure 135. Action occurring during interrupt
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each installation receives. The Interrupt Supervisor
portion of this control program resides permanently
in storage. However, when desired, special fixup rou-
tines for particular applications may, of course, be
prepared by the installation’s programmers.

After the interrupt has been taken care of, the in-
struction sequence of the original problem program
may be resumed from the point of interruption, if
desired. This is accomplished by the last instruction
(“Load PSW”) of the interrupt-handling routine. The
Load PSW instruction recalls the old PSW from its lo-
cation in storage and makes it again the current PSW;
thus we are back in the problem program.

Why must the Load PSW instruction address the old
PSW? Why can’t the machine recall the cause of the
last interrupt and automatically fetch the old PSW
associated with that cause? It could. However, by
addressing a specific old PSW, the supervisory pro-
gram gains a bit of added flexibility over the auto-
matic approach. As we shall see later on, the occur-
rence of several simultaneous interrupts may require
the supervisory (IBM) programmer to stack up a
series of old PSW’s in order of priority. Upon servicing
a particular interrupt, he may wish to return to a dif-

ferent status or task from the one last interrupted. He
then simply addresses the old PSW of his choice. This
situation may occur quite frequently in multiprogram-
ming, where switching to another task instead of re-
turning to the original program would be desired. In
all these cases, the nonautomatic addressing of the
desired old PSW by the Load PSW instruction pro-
vides the supervisory program with the requisite
flexibility.

The general interrupt action sketched above leaves
out many details and refinements with which we shall
have to concern ourselves later on. We have not de-
scribed, for example, how the machine is able to
identify (1) what caused the interrupt, (2) how a fix-
up routine would go about finding the last-completed
instruction, rather than the “next” instruction address
contained in the old PSW, (3) what the machine
would do in the event of several interrupts occurring
at roughly the same time, or (4) how certain types of
interrupt causes might be ignored altogether. Leaving
these important questions for later, let us look at a
typical example of a program interrupt occurring dur-
ing the processing of a few simple arithmetical opera-
tions.
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An Example

To illustrate the difference between a programmed
branch and an automatic machine interrupt, we have
chosen a simple example, involving fixed-point addi-
tion of a few numbers whose sum might overflow the
register.

Figure 136 shows the partial assembly listing of the
fixed-point add routine, in which the programmer has
inserted instructions to check for overflow after each
addition. If an overflow occurred, the program is to
branch to an overflow fixup routine to correct the con-
dition (if possible), before returning to the mainline
program. Since we are interested only in the branching
process, we shall not concern ourselves with the over-
flow fixup routine at this time.

The first three lines of the listing (Figure 136) —
START, BALR (Branch and Link Register), and US-
ING — are the standard preliminary instructions with
which we are familiar. In brief, they establish that the
assembly will start at location 256, and that register 15
will serve as base register and contain the location of
the first byte after the USING instruction.

The next two instructions (SR 4,4 and SPM 4) are
still preliminary, but have some relevance to later
processing.

The Subtract instruction

SR 44

specifies that the contents of register 4 are to be sub-
tracted from register 4, which is equivalent, of course,
to clearing the register to zero. Whenever the first and
second operand locations of the SR instruction specify
the same register, the register is simply to be cleared or
“initialized”. We are clearing register 4 at this time in

anticipation of a possible overflow from the add opera-
tions performed in register 5 later on. Register 4 will
receive any high-order overflow bits.

The Set Program Mask instruction

SPM 4

simply places the zero bits in register 4 into the condi-
tion code (CC) and program mask bit positions (36-
39) of the current PSW. As we shall learn in more de-
tail later on, this “mask” prevents all types of program
interrupts, including overflow. Since the program is
going to do the branching in case of overflow (in this
initial illustration), we do not want an automatic pro-
gram interrupt. In effect the SPM instruction simulates
a system without automatic interrupts.

Processing proper begins with the Load

L 5A

instruction, which simply places the data at effective
storage location A (to be defined by a DC) into regis-
ter 5. For simplicity, we shall say that the valie or
number A is loaded into register 5. By means of the
Add instruction
A 5B

we then add the number B (defined by another DC)
to A in register 5. This is a standard operation.

Since we don’t know the magnitudes of A and B, an
overflow may already have occurred, and, consequent-
ly, the next instruction

BC 14,0K1

is designed to check for overflow — or, rather, its ab-
sence.

o 1 = EXAMPLE 1 ADD ROUTINE
000100 2 MAIN START 256
000100 O5F0 3 BALR 15,0
000102 b USING #,15
000102 1B4Y4 5 SR byl
000104 OuuO ) SPM 4 MASK OUT PROGRAM INTERRUPT
000106 5850 FO5A 0015C 7 L 55A
00010A 5A50 FO5SE 00160 8 A 548
00010E WL7EO FO1L 00116 9 BC 14,0K1 CONTINUE IF OVERFLOW OTHERWISE GO TO OK1
000112 45E0 FOu8 0o01sAa 10 BAL 14, 0OVERFL
000116 5A50 F062 00164 11 OK1 A 5,C
00011A 4T7EQ FO20 00122 12 BC 14,0K2
00011E u45E0 FOuS 0014A 13 BAL 14, OVERFL
000122 5A50 F066 00168 14 OK2 A 5,0
000126 47EQ FO2C 0012E 15 BC 14,0K3
00012A 45E0 FOLS 0014A 16 BAL 14, OVERFL

Figure 136. Partial assembly listing of add routine with branching in case of overflow
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You will recall from earlier work in fixed-point
operations and branching, that the Branch on Condi-
tion (BC) instruction tests the condition code in the
program status word (PSW). The condition code (0,
1, 2, or 3) is set by any of a large number of instruc-
tions and indicates the result of executing that instruc-
tion. Thus, for the example of the Add instruction
above (A 5B), the condition code settings 0, 1, 2, and
3 indicate, respectively, whether the result of the add
was zero, less than zero (i.e., negative), more than
zero (positive), or caused an overflow. To test the con-
dition code, the BC instruction has a four-bit mask,
with each bit checking one of the condition code set-
tings. The decimal mask value of 14 in the BC 14,0K1
instruction, above, sets the mask bits to 1110, which in
turn tests condition code setting 0, 1, or 2. If the Add
instruction resulted in setting up any one of these con-
dition codes (that is, the result was equal to, less, or
more than zero but did not overflow), one of the mask
bits in the BC instruction will match it and the Branch
to OK1 will be taken. As we shall see presently, the
OK1 branch is simply a continuation of the adding
routine.

If, however, an overflow occurred during the first
add, condition code 3 (rather than 0, 1, or 2) will be
set up, the branch to OK1 will not be taken, and the
program will go on to the next line of coding, which is
the Branch and Link instruction

BAL 14,OVERFL

This places the address of the next instruction in se-
quence into register 14, to provide a return link, and
then branches to the OVERFL (overflow) routine,
which is not shown in the assembly listing (Figure
136). The overflow fixup routine is designed to correct
a part of the overflow condition (the sign bit), so that
continued addition can take place. At the end of this
routine it is necessary only to execute an unconditional
branch (not shown) to the address in register 14 by
means of the BCR instruction, in order to continue the
main program.
OK1 continues the adding routine with the
A 5C

instruction, which adds C to the contents of register 5.
Again we test for overflow by means of the Branch on
Condition instruction

BC 14,0K2

If there was no overflow (condition code equals a bit
in decimal mask value 14), we branch to OK2, the

continuation of the adding routine; otherwise, we go
on to the next instruction

BAL 14,0VERFL

which is the Branch and Link to the overflow fixup
routine, described earlier.

Routine OK2 is entered either directly, through the
branch address in the BC 14,0K2 instruction, or at the
end of the overflow fixup routine through an uncon-
ditional branch instruction. The routine adds D to the
sum contained in register 5, followed again by the BC
and BAL instructions, as described earlier. This group
of three instructions presents nothing new.

The final part of the program is entered at OKS3,
either through the branch address in the previous BC
14,0K3 instruction or at the end of the overflow rou-
tine (in the event of an overflow). The OK3 routine,
which is not shown in the assembly listing, would con-
sist of checking whether or not an overflow occurred
anywhere in the program, and if so, it would fix up the
portion that could not be corrected in the overflow
routine.

Consider now the same example programmed to take
advantage of the automatic interrupt mechanism, as
shown in the partial assembly listing (Figure 137).
Note that only eight lines of coding were needed to
get to the point in the program (completion of add-
ing) that required 15 lines of coding in the branching
routine (Figure 136).

The first four instructions are preliminary and are
identical to those shown in Figure 136. The Set Pro-
gram Mask (SPM 4) instruction is omitted, since we
want an automatic program interrupt in case of over-
flow during this run. The actual processing is coded
very compactly in the remaining four (Load and Add)
instructions, which consist of loading A into register
5 and then adding B, C, and D in sequence. No Branch
on Condition (BC) and Branch and Link (BAL) in-
structions were needed, since in the event of over-
flow after any add, the program will be interrupted
automatically and control will be passed to the “In-
terrupt Supervisor”. ‘

So that you not be deceived, however, by the seem-
ing simplicity of this program, consider that the prob-
lem programmer still has to take care of the overflow
by writing the appropriate fixup routine. Upon oc-
currence of the interrupt, the Supervisor will im-
mediately branch to this user-prepared routine, and,
if this routine determines that recovery is not possible,
it will request the Supervisor program to dump and
abort the program.
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0 1 # EXAMPLE 2 AN AUTOMATIC INTERRUPT ROUTINE
000100 2 PROGA START 256
000100 05F0 3 BALR 15,0
000102 L USING #,15
000102 1BLhbu 5 SR L,h
000104 5850 FO2E 00130 6 L 5,A
000108 5A50 F032 0013h 7 A 5,8 IF OVERFLOW OCCURS,CONTROL WILL BE PASSED
8 #* AUTOMATICALLY TO AN INTERRUPT ROUTINE
00010C 5A50 F036 00138 9 A 5,C
000110 5A50 F03A 0013C 10 A 5,0
Figure 137. Partial assembly listing of add routine shown in Figure 136, with automatic program interrupt in case of overflow
R S

Classes of Interrupts

We have studied one type of interrupt, a fixed-point
overflow, which is one of 15 possible interrupt condi-
tions in the general class of program interrupts. Let
us briefly review the five classes of interrupts: pro-
gram, input/output, machine check, external, and
supervisor call. Detailed information on each of these
appears in IBM System/360 Principles of Operation
(A22-6821).

Each of the five classes of interrupts has two dis-
tinct storage locations, for the old and new PSW’s
respectively, as listed below (in decimal notation):

INTERRUPT OLD PSW NEW PSW

CLASS LOCATION LOCATION
External 24 88
Supervisor 32 96
Program 40 104
Machine 48 112
Input/output 56 120

Note that the storage locations are all divisible by
eight, since each contains a doubleword (eight bytes).

Bits O 16

31

The new PSW location is always 64 bytes higher than
the old. These storage locations are, of course, perma-
nently assigned.

Program Interrupts

Program interrupts are caused by various kinds of pro-
gramming errors and other unusual conditions, such as
incorrect operands or operand specifications, and ex-
ceptional results. Eight of the 15 possible interrupt
conditions involve arithmetic overflow, improper di-
vides, lost significance, and exponent underflow. (The
last two can occur only in floating-point arithmetic.)
The remaining seven conditions are concerned with
improper addressing and specifications, attempted ex-
ecution of invalid instructions, violation of storage
protection, and similar conditions. (The 15 program
interrupt causes are explained in A22-6821.)

40 63

Interruption
Code

Instruction
Address

Figure 138. Interruption code and instruction address portions of PSW
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How can the Interrupt Supervisor program deter-
mine what caused the interruption? There are really
two ways. The general class of interrupts (one of five)
is apparent from the fixed storage locations of the old
and new PSW’s. Thus, the fact that the machine
fetched the new PSW from location 104 and stored the
old PSW in location 40 tells the Supervisor program
that the interrupt was caused by a program check.
Identifying what, specifically, caused the program
check is the function of the interrupt code in the PSW.
The interrupt code takes up bit positions 16—31 in the
64-bit PSW (see Figure 138). These bits identify the
specific cause of the interrupt. When an interrupt oc-
curs, the current PSW is stored in one of the perma-
nent locations reserved for old PSW’s — in this case,
location 40 for a program check. At the same time the
interrupt code is automatically set and recorded in
this location. Thus the Interrupt Supervisor need only
examine the interrupt code specified by bits 16-31
of the old PSW to determine whether the cause of
the program check was faulty addressing, improper
specification, fixed-point overflow, or some other ex-
ceptional condition.

For reference, the codes for the 15 conditions that
cause program interrupt are given in the following
chart (only bits 24—31 are listed, since bits 16—23 are
all zeros):

NO. INTERRUPT CODE PROGRAM INTERRUPT
(Brrs 24—-31) CAUSE
1 00000001 Operation
2 00000010 Privileged operation
3 00000011 Execute
4 00000100 Protection
5 00000101 Addressing
6 00000110 Specification
7 00000111 Data
8 00001000 Fixed-point overflow
9 00001001 Fixed-point divide
10 00001010 Decimal overflow
11 00001011 Decimal divide
12 00001100 Exponent overflow
13 00001101 Exponent underflow
14 00001110 Significance
15 00001111 Floating-point  divide

Input/Output Interrupts

When an input/output device ends an operation, a sig-
nal goes to the CPU that the channel is free and ready
to accept a new operation. This signal causes an 1/O
interrupt. You will recall that in System/360 the 1/O
operations on one or more channels are overlapped
with processing; that is, they take place independently
from and at the same time as processing. The chan-
nels must, therefore, let the processor (or more speci-
fically, the supervisor program) know whenever an
I/0 operation has been completed; the I/O interrupt
circuitry does just that in the most efficient manner.

In addition, error or other conditions (bad tape, end
of tape, etc.) existing on channels or I/O devices
alert the system by causing an I/O interrupt. The in-
terruption code of the old PSW (stored in location
56) will tell the Interrupt Supervisor which channel
and I/O unit caused the interrupt, so that appro-
priate action can be taken. Additional information
about the status of the I/0 device and channel is pre-
served in the channel status word (CSW), which is
also stored in a fixed location (64) as part of the
machine’s interrupt procedure.

You will learn considerably more about I/O inter-
rupts if you take up I/O programming. For the pres-
ent, note that more than one request for an 1/0 inter-
rupt may occur at the same time, but one only can be
processed at a time. The remaining requests are stored
in the I/O channel, control unit, or device until they
can be accepted by the CPU, one at a time and in or-
der of priority. For reference, the following chart lists
the I/O interruption code (stored in bits 21-31 of
the old PSW) and identifies the channel and device
causing the interrupt.

1/0 INTERRUPT CODE
(psw BITS 16—31)

CHANNEL IDENTIFICATION

00000000 aaaaaaaa Multiplexor Channel
00000001 aaaaaaaa Selector Channel 1
00000010 aaaaaaaa Selector Channel 2
00000011 aaaaaaaa Selector Channel 3
00000100 aaaaaaaa Selector Channel 4
00000161 aaaaaaaa Selector Channel 5
00000110 aaaaaaaa Selector Channel 6

NortE: a = I/0 device address

Machine Check Interrupts

Machine check interrupts are caused by various types
of machine errors and hardware malfunctions, as de-
tected by the machine-checking circuits. Invalid in-
structions or data cannot result in a machine check,
with one exception: after a power interruption or sys-
tem reset, incorrect parity may exist in storage or
registers, which will cause a machine check. Once the
registers have been cleared and new information has
been loaded, this can no longer happen.

Upon occurrence of a machine check, the current in-
struction is abruptly terminated (that is, the results
may not be stored) and a hardware procedure to re-
cord the status of the system is initiated. Part of this
procedure consists of a “scan-out” of the CPU hard-
ware status into the storage area, starting with loca-
tion 128 and extending through as many words as are
required by the CPU and I/O channels of the par-
ticular system used. The old PSW is then stored in lo-
cation 48 with an interrupt code (bits 16-31) of all
zeros, and a new PSW is brought out from location
112. The storage locations and interrupt code of zero
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will inform the Interrupt Supervisor that a machine
check interrupt has occurred. The supervisor then
takes certain actions depending on the programming
system used (Basic Programming Support, Basic Op-
erating System, or Operating System/360). Some su-
pervisors place the system in a wait state, allowing the
operator to load and execute a stand-alone program
(obtainable from the Customer Engineer) that will
preserve in the form of printed output (for later
analysis by the Customer Engineer), the contents of
the scan-out area and such other information as the
old machine check PSW. Other supervisors allow the
automatic recording of the scan-out area on disk or
drum without operator intervention.

We shall see later that a machine check interrupt
can be prevented (or masked), if desired. When this
is done, no interrupt or recording procedure occurs,
and the machine attempts to continue the instruction
sequence in the presence of a machine check.

External Interrupts

Three types of conditions can cause an external inter-
rupt of the CPU:

1. The operator presses the Interrupt key on the
console.

2. The value in the built-in interval timer turns

* from positive to negative.

3. An external signal (part of the Direct Control
feature) occurs.

Requests for an external interrupt may occur at any
time and, possibly, from several different sources si-
multaneously. When an external interrupt occurs, the
old PSW is stored at location 24 and a new PSW is
fetched from location 88. The source of the interrupt
is recorded by the interrupt code bits 24—31 of the old
PSW; bits 16—23 are made zero. As is evident from
the following listing, each external interruption source
sets a corresponding bit of the interrupt code to 1.

INTERRUPT INTERRUPT CODE EXTERNAL
CODE BIT  (Psw BITS 24-31) INTERRUPT CAUSE
24 Innnnnnn Timer
25 nlnnnnnn Interrupt key
26 nnlnnnnn External signal 2
27 nnnlnnnn External signal 3
28 nnnnlnnn External signal 4
29 nnnnnlnn External signal 5
30 nnnnnnln External signal 6
31 nnnnnnnl External signal 7

n = Other external-interruption conditions
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Supervisor Call Interrupts

A Supervisor Call is a special instruction used by the
program to force an interrupt. A supervisor call inter-
rupt, therefore, differs from the other classes of inter-
rupts in that the program makes use of the automatic
interrupt linkage, rather than the machine itself rec-
ognizing some exceptional condition. The most fre-
quent use of the supervisor call interrupt is to switch
from the problem state to the supervisory state; that
is, to turn over control to the supervisor (operating
system).  Certain instructions — for example, to carry
out an I/O operation — are executable only in the su-
pervisory state of the machine. We shall consider this
and other forms of status switching through use of
the Supervisor Call instruction in greater detalil, in the
section entitled “The Interrupt Supervisor”.

When a Supervisor Call instruction causes a super-
visor call interrupt, the old PSW is automatically
stored at location 32 and a new PSW is fetched from
location 96. Simultaneously, eight bits from the Super-
visor Call instruction (bits 8—15 of the R: and R.
fields) are placed into bit positions 24—31 of the in-
terrupt code in the old PSW, to permit identification
of the interrupt. These eight bits are used, in effect, to
convey messages from the calling, or problem program
to the supervisory program. The message may consist,
for example, of a request to begin an I/O operation for
the problem program, or of notification that the prob-
lem program is finished and a request to the super-
visor to read in a new program. After the request has
been honored, the supervisor program returns control
to the problem program via the Load PSW instruc-
tion. In the examples above, the Supervisor Call is the
last instruction of the problem program. Depending
upon the service requested, however, a supervisor call
interrupt may occur at any point of the problem pro-
gram. More about the SVC instruction later on.



Automatic interrupts are convenient, but sometimes it
is desirable, or even necessary, to prevent interrupts
or, at least, postpone recognizing them. Preventing an
interrupt, or keeping it pending till later, is called
masking. External, I/O and machine check interrupts
can be kept pending until a later time. Four of the 15
programming exceptions can be ignored (masked)
completely ( prevented from causing interrupts). How-
ever, the remaining eleven program interrupt condi-
tions and the supervisor call interrupt cannot be
masked.

One situation where masking is absolutely essential
is characterized by multiple interrupts of the same
type. Without masking, this condition would cause
the CPU to be caught in a program loop, from which
it could not return to the problem program. Consider,
for example, a condition of simultaneous 1/O opera-

Problem
Program Location 56
OLD PSW
First
1/0
Interrupt
X}--—-—————+{ Current PSW
- 1/0 Interrupt
\ Routine in
\ Supervisor Program
\
NEW PSW -'——"*\—“‘_
Location 120
\
~N
Attempted S~ X
2nd I/0
Interrupt

How Interrupts Can Be Prevented (Masking)

tions occurring on two or more channels. Since, with
more than one channel present, simultaneous I/0
operations are going on all the time, this situation
could easily occur. As shown in Figure 139, the first
I/0 interrupt — occurring sometime during the execu-
tion of the problem program — will cause the current
PSW to be stored in the old PSW location 56. The old
PSW provides for the eventual return to the problem
program and also tells the Supervisor program (via the
interrupt code) which channel and I/O device caused
the interrupt. A new PSW will then be fetched from
location 120 and the instruction address in this PSW
will immediately direct the Supervisor program to
the appropriate I/O interrupt routine. Note (in Figure
139) that the last instruction of this routine provides
for loading the old PSW from location 56, in order to
resume the problem program.

"LOAD PSW" from
Location 56
(results in loop)

Figure 139. Need for masking. If an I/0 interrupt were allowed to occur during execution of a previous I/O interrupt-handling
routine, the “old” PSW from the problem program would be destroyed and the CPU would be caught in an I/0 in-
terrupt loop, making return to the problem program impossible.
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Assume now that during the execution of the I/0
interrupt-handling routine (that is, before the first
I/0 interrupt has been completely serviced ), a second
I/O interrupt occurred. This new interrupt would
cause the current PSW from the (first) I/O interrupt
routine to be stored in location 56, thus destroying the
old PSW from the original problem program. A new
PSW would then be fetched to handle the second I/0
interrupt, at the completion of which the old PSW
would bring us back to the first I/O interrupt routine,
and so on. There would be no way to return to the
problem program.

Clearly, in this or any similar case, the same type
of interrupt must be prevented from occurring during
the execution of an interrupt routine. As we shall see
presently, this is done by masking one’s own class of
interrupts in the new PSW. However, the problem
programmer need never worry about this case, since
the masking is performed by the control (Supervisor)
program.

Regardless of who does it (sometimes the Super-
visor, sometimes the programmer ), how is masking ac-
complished? Like almost everything else, masking —
the prevention of interrupts — is taken care of in the
PSW. Specifically for the purpose of masking, the
PSW provides certain fields, known as system mask,
machine check mask, and program mask (see Figure
140). The system mask is concerned with the preven-
tion of I/O and external interrupts, while the machine
check and program masks apply to the corresponding
classes of interrupts. As is evident in Figure 140:

Bits 0—7 of the PSW form the system mask.
Bit 13 of the PSW is the machine check mask.
Bits 36—39 of the PSW constitute the program mask.

Whenever the mask bits for particular types of inter-
rupts are made zero, these types are prevented from
occurring, or masked. When the mask bits are set to
one, on the other hand, the CPU is interruptible for
the corresponding types of interrupts. Let us look a
little more closely at each of the masks.

System Mask

As mentioned, the system mask (consisting of PSW
bits 0—7) can be used to mask all types of external
and I/0 interrupts. Masking here means that the af-
fected types of interrupts can be held pending for
later execution, but not completely ignored. The fol-
lowing chart lists the system mask bits that must be
made zero to individually or collectively mask the cor-
responding I/O and external interrupts:

SYSTEM
MASK BIT INTERRUPTION SOURCE CLASS
0 Multiplexor Channell 170
1 Selector Channel 1 I/0
2 Selector Channel 2 1/0
3 Selector Channel 3 1/0
4 Selector Channel 4 170
5 Selector Channel 5 170
6 Selector Channel 6 170
7 External

External Signal,
Timer, Interrupt Key

During an I/O or external interrupt the Supervisor
program will mask the identical interruption source,
by setting the corresponding system mask bit in the
new PSW to zero, at the beginning of the interrupt.
In addition, the programmer has the choice of keeping
interrupts from certain channels or external sources
pending, by setting the appropriate mask bits to zero.
For example, a system mask of 10000001 would hold
I/O interrupts from all selector channels pending,
while permitting interrupts only from the multiplexor
channel and external sources. Similarly, a system mask
of 01110000 would permit I/O interrupts only from
selector channels 1-3, and mask interrupts from se-
lector channels 4—6, the multiplexor channel, and ex-
ternal sources.

System masks may be set in two different ways. The
first consists of introducing an entirely new PSW with
the desired mask bits, either through the Load PSW
instruction or a supervisor call interrupt. The second
way is through use of the Set System Mask (SSM)
privileged instruction, which replaces only the system
mask bits of the current PSW for the duration of the
routine, until execution of the next SSM or Load
PSW instruction.

0 7 13 16 31 36 40 63
Interruption Instruction
Code Address
ol T
System
Mask Machine Program
Check Mask
Mask

Figure 140. Location of system, machine check, and program masks in PSW
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Machine Check Mask

A machine check can cause an interrupt only when
PSW bit 13, the machine check mask, is set to 1. As
described earlier, the machine check will start a re-
cording routine to locate the fault, begin a scanout of
the status of the CPU from location 128, store the old
PSW, and finally cause a machine interrupt. (The
scanout, sometimes called logout, automatically places
information concerning the state of the internal circui-
try into storage. )

The conditions would be rare, indeed, where one
would want to keep pending a machine check and the
resulting recording procedure, by masking the inter-
rupt. The IBM supervisor programmer can do so, how-
ever, by making PSW bit 13 a zero. Then if a machine
check occurs, the associated recording procedure and
interrupt do not take place and the machine will at-
tempt to continue the instruction sequence. Of course,
you always have the additional option of turning on
the Error Stop switch on the CE section of the System
Control Panel. A machine check will then cause an
error stop of the system, regardless of the setting of
the machine check mask bit.

Program Mask

Bits 36—39 of the PSW constitute the program mask
(Figure 140). These bits are reserved for certain pro-

gram exceptions which, on occasion, are not to be
treated as program checks. To prevent interruptions
caused by these exceptions, the corresponding pro-
gram mask bits must be made zero, as follows:

PROGRAM MASK PROGRAM EXCEPTION
BIT (IN PSW) ’
36 Fixed-point overflow
37 Decimal overflow
38 Exponent underflow
39 Significance

The first two of these exceptions pertain to fixed-
point and decimal overflow conditions. A programmer
may want to mask either or both of these exceptions
— for example, when he is using a general register as
a counter in a program. He may want to test the
counter for overflow without incurring a program
check. Thus, he would set PSW bit 36 and/or 37 to
zero, to mask the corresponding overflow exception.
In our earlier example of a fixed-point overflow dur-
ing an add operation, we used the Set Program Mask
instruction to make PSW bits 36 and 37 zero, thus pre-
venting an automatic program interrupt due to over-
flow; we then branched to a “fixup” routine to correct
the overflow condition resulting from continued addi-
tion. Exponent underflow and “significance” (PSW
bits 38 and 39, respectively) are concerned with float-
ing-point operations.
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Interrupt Mechanics

Now that we have a better appreciation of the PSW,
masking, and other features, we are in a position to
recap the interrupt action in more detail and become
acquainted with some refinements (see Figure 141,
which gives a more complete picture of the mechanics
of interrupts).

We have discussed the five classes of interrupts
(I/0, program, external, machine check, and super-
visor call) and the numerous possible sources of in-
terrupts within each class. When one of these many
possible exceptions takes place, an interrupt may oc-
cur, provided certain conditions are fulfilled — and
then only after certain preliminaries are out of the way.
The necessary condition for an interrupt to occur is
that the CPU be interruptible for the particular in-
terruption source. As we have seen in the last section,
this means that the system mask, program mask, or
machine check mask (depending upon the class of
interrupt) in the PSW must be checked to verify
whether the appropriate mask bits are zero or one.
If the mask bits for the source of interruption are
one, the program will be interrupted; if they are zero,
the CPU is not interruptible for this source. (Some
interruptions cannot be masked, of course.) Before
an interrupt can take place, however, even with mask-
ing absent, the CPU has to decide what to do with the
instruction presently being processed — that is when
to interrupt.

Timing of Interrupt

In general, interrupts can take place only after the
current instruction has been finished and before the
next instruction is started; you cannot have an inter-
rupt in the middle of an instruction. However, the
manner in which the instruction preceding an interrupt
is finished depends to some extent on the cause and
type of interrupt. The preceding instruction may be
completed, terminated, or suppressed.

In the case of input/output, external, and super-
visor call interrupts, the current instruction is com-
pleted in a normal manner before the interrupt is tak-
en. This means that the result of the instruction is
stored (though it may be wrong, depending upon the
exception) and the condition code is set as for any
normal instruction. (We shall take a look at the con-
dition code in the PSW presently.)

In the case of program or machine interrupts — indi-
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cating programming and hardware errors, respectively
— the interrupt still occurs at the end of the current in-
struction. However, upon detection of a machine mal-
function (machine check), the execution of the in-
struction is terminated during E (execution) time,
rather than being completed. When an instruction is
terminated, all, part, or none of the result may be
stored; hence, it should not be used for further compu-
tation. The setting of the condition code also is un-
predictable after an instruction termination.

In the case of a program check interrupt, depending
upon the type of programming error and just when in
the machine cycle the error is detected, the current in-
struction may be completed, terminated, or suppressed.
The instruction is completed after detection of
most computation errors, such as fixed-point and deci-
mal overflows, or floating-point operations. A fixed-
point divide error detected during instruction fetch
time, however, causes the execution of the current in-
struction to be suppressed; that is, the called-for
operation is not carried out at all, the results are not
stored, and the condition code is not changed. If the
program check is caused by a violation of storage pro-
tection or improper addressing, the current instruction
is either suppressed or terminated, depending upon
whether the error was detected during instruction
fetch time or execution (E) time, respectively. (“Sum-
mary Chart of Interrupt Action” at the end of this
chapter shows the mode of execution of instructions
preceding all types of interrupts. )

The Instruction Length Code

After the current instruction has been finished, the in-
terrupt actually takes place (provided, of course, the
CPU is interruptible for the interruption source). At
this point, the machine is ready to record the specific
cause of the interrupt by setting the interrupt code in
the current PSW and then filing it away in the appro-
priate old PSW location for the class of interrupts in-
volved. After the interrupt has been serviced, the ma-
chine will want to come back to this old PSW to re-
sume the instruction sequence of the problem pro-
gram. This should not be difficult. With the instruction
preceding the interrupt having been executed, the In-
struction Address portion of the old PSW (bits 40—63)
will automatically have been updated to point to the
address of the next instruction in the sequence. In the
case of external and input/output interrupts, where the
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problem program had nothing to do with the cause of
interrupt, this is exactly what we want. After the inter-
rupt has been serviced, we shall want the machine to
continue with the next instruction of the problem pro-
gram, as if nothing had happened.

Consider now, however, the case of program or
supervisor call interrupts, where an instruction in the
problem program actually caused the interrupt. We
may want to get back to this last instruction preceding
the interrupt, either to analyze it for the cause of
trouble or to execute it correctly after the cause of the
interrupt has been taken care of. The instruction ad-
dress of the PSW tells us the location of the next in-
struction that would have been executed if the inter-
rupt had not taken place. To find the location of the
last instruction executed, we must know its length (in
bytes) and then subtract this value from the “next” in-
struction address in the PSW. This is the function of
the instruction length code (ILC) in the PSW (see
Figure 142). The ILC, consisting of PSW bits 32 and
33, is set at the time of an interrupt to 1, 2, or 3 de-
pending upon the length of the last instruction, as
follows:

nc PSW BITS INSTRUCTION INSTRUCTION
SETTING 32-33 LENGTH FORMAT
1 01 1 halfword (2bytes) RR
2 10 2 halfwords (4 bytes) RX, RS, or SI
3 11 3 halfwords (6 bytes) SS

Thus, if the instruction address in the old PSW is
3000 and the ILC setting is 3 (binary 11), the op code
of the last instruction executed before the interrupt is
located at address 2994 (that is, six bytes less than the
“next” instruction address).

A Supervisor Call instruction is one halfword in
length and, therefore, the ILC for a supervisor call in-
terrupt is always 1. For program interrupts, the ILC
setting may be 1, 2, or 3, depending upon the format
of the instruction preceding the interrupt. If the length
of the instruction preceding a program interrupt is not
available, an instruction length code of 0 is entered in

the PSW (bits 32—33 are 00). For machine check in-
terruptions, the malfunction may affect the setting of
the ILC, so that the code is not predictable. Finally,
for external and I/O interrupts, which were not caused
by the last-interpreted instruction, the ILC is not
needed and is not predictable. (“Summary Chart of
Interrupt Action” at the end of this chapter summa-
rizes all ILC settings.)

The Condition Code

Figure 142 also shows the location of the condition
code (CC), consisting of bits 34 and 35, in the PSW.
In brief, the setting of the condition code reflects the
status of the CPU at the time of the interrupt. After an
arithmetic operation, as we have seen in our example,
the setting of the condition code (0, 1, 2, or 3) indi-
cates, respectively, whether the result is zero, negative,
positive, or has caused an overflow condition. The con-
dition codes for all operations and instructions are
summarized in the applicable SRL publication (see
A22-6821, the section on branching ). The setting of the
condition code in the current PSW is updated after
each instruction and (as illustrated in Figure 136) it
can be examined by means of the Branch on Condition
(BC) instruction. The important information con-
tained in the condition code is automatically stored
with the old PSW at the time of interrupt.

The Interrupt-Handling Routine (Supervisor)

After the current PSW has been stored in the appro-
priate doubleword location at the time of interrupt, a
new PSW is fetched from one of the doubleword lo-
cations reserved for the five major classes of interrupts.
The instruction address portion of this new PSW
“points” to the first instruction of the interrupt-hand-
ling routine, or Interrupt Supervisor, as we have seen
earlier. Note that everything so far has been complete-

16 323436 40 63
Interruption |O|O Instruction
Code =1 Address

Condition Code (bits 34, 35)

K Instruction Length Code (bits 32, 33)

Figure 142. Location of instruction length code and condition code in PSW
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ly automatic and that nothing has required the use of
programmed instructions; it has all been done by elec-
tronic circuitry.

As indicated in Figure 141, the Interrupt Handler or
Supervisor is a program of instructions that tells the
CPU what to do for each possible type of interrupt.
The program is not usually prepared by the installa-
tion’s problem programmers, but is part of the control
program package. We shall learn in the next section
how the system is able to differentiate between the
problem program and the supervisory interrupt-handl-
ing routines. For the moment, however, it is sufficient
to note that the interrupt-handling routine (Super-
visor) analyzes the cause of the interrupt, as indicated
in the interrupt code of the old PSW, and then takes
the appropriate action. Depending on the cause, this
may require correcting the error via a user-prepared
fix-up routine and later resumption of the mainline pro-
gram (see Figure 135) or it may require calling for a
dump program resulting in termination of the problem
program. Different situations will require various cor-
rective actions and routines, and it is sometimes im-
possible to recover and resume the mainline program.

Return to Problem Program

The last instruction of the interrupt-handling routine
returns control to the problem program in those cases
where it is possible and desirable to recover the error
and resume the mainline instruction sequence from the
point of interrupt. This is the Load PSW instruction,
which has an SI format, and is generally used by the
Supervisor when it wants to change the current PSW
and go on to something else. Its main use is, of course,
the resumption of the problem program after an 1/0,
supervisor call, or external interrupt has been serviced.
In this case, the Supervisor programmer will simply
write the effective address of the old PSW that was in
charge before the interrupt into the Bl and D1 fields
of the Load PSW instruction. The instruction will then
fetch the old PSW from the designated doubleword lo-
cation and load it again as the current PSW. The CPU
now resumes the problem instruction sequence from
the point of interruption. (Note, by the way, that the
current PSW in charge during the interrupt routine is
not automatically stored anywhere and therefore is
lost.)
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The Interrupt Supervisor

The basic design philosophy of the operating systems
available for System/360, that of nonstop operation,
assumes that a Supervisor program be in control of the
system at all times, and that manual intervention be
kept to a minimum. This design philosophy requires
not only the automatic interrupt mechanism, but also
a comprehensive control program that will free the in-
stallation’s programmer from handling such common
control functions as program loading, input/output
operations, error detection and recovery, and com-
munication between the program and operator. Thus,
the presence of an independently prepared control pro-
gram for handling these common functions found in all
programs, permits the installation programmer to con-
centrate on the problem-solving aspects of his applica-
tion or problem programs.

Only a portion of the control program known as the
Supervisor is kept permanently in main storage. The
Supervisor calls in other sections of the control pro-
gram when necessary. Since the Supervisor and the
problem program constitute two distinct programs in
core storage, processing in the CPU alternates between
the two, and the CPU is said to be operating in either
the problem or supervisor state, depending upon which
program is currently being executed, As we have seen,
the Supervisor receives control of the CPU either
through an automatic, machine-caused interrupt or
through a programmed (supervisor call) interrupt. We
shall learn a little later just how the System/360 CPU
is able to distinguish between the separate Supervisor
and problem programs in storage.

The Supervisor program performs the following ma-
jor functions:

Interrupt handling

Input/output control and channel scheduling
Device error recovery

Program loading and retrieval

Operator communication

End-of-job handling

Checkpoint and restart

. Label processing

In this section we shall be concerned only with the
portion of the Supervisor that handles interrupts — the
Interrupt Supervisor. Let us see just what it does upon
occurrence of each major class of interrupts. This is a
generalized discussion of concepts applicable to all
operating systems for System/360. For a discussion of
the functions of the Supervisor in a specific operating
system, see the appropriate SRL publication.
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How the Interrupt Supervisor Handles Interrupts

The Interrupt Supervisor must perform certain tasks
common to all types of interrupts. It gains control of
the CPU, by an interrupt. This is accomplished by the
automatic exchange of PSW’s, as we have seen. The
status of the interrupted program is saved by placing
the current PSW in the appropriate old PSW location,
in accordance with the class of interrupt. A new PSW
for this class of interrupt is then fetched from its re-
served storage location. The instruction address por-
tion of the new PSW “points” to the beginning of the
Interrupt Supervisor routine, thus transferring control
to it.

Having gained control of the CPU, the Interrupt
Supervisor must perform three major tasks (see Fig-
ure 143).

1. It must analyze the type of reason and the spe-
cific reason for the interrupt. As was described earlier,
the type or class of interrupt is revealed by the perma-
nent storage locations of the old and new PSW’s. The
specific cause of the interrupt is contained in the inter-
ruption code (bits 16—31) of the old PSW.

2. It must take the appropriate action — that is, it
must transfer control to the appropriate routine for
handling the particular type of interrupt. As will be ex-
plained presently, some interrupt-handling routines are
prepared by the user, others by IBM — again depend-
ing on the type.

3. Upon completion of the handling routine, it
must, whenever possible, restore the mainline program
via the old PSW. This is accomplished by the Super-
visor program issuing a Load PSW instruction, which
normally returns control to the interrupted program at
the point of interruption recorded in the old PSW.

Input/ Output Interrupts

Upon detection of an input/output interrupt, caused
either by completion of an I/O operation or by the
need for an 1/0 device to receive attention, control is
immediately transferred to an element that might be
termed the Input/Output Supervisor portion of the
Supervisor program (see Figure 143). In general, the
Input/Output Supervisor consists of a series of rou-
tines that handle all I/O operations, including I/O in-
terrupts. At the normal end of an I/O operation, the
Input/Output Supervisor starts any pending new I/0
operations and then returns control to the problem
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Figure 143. Flow of control between Supervisor and problem program during interrupt

program. The Input/Qutput Supervisor also detects
and handles such specific conditions as a parity error,
end of file (EOF), or a wrong-length record (WLR).
Upon detection of an input parity error, for example,
all interrupts are masked, and control is passed to the
appropriate error recovery routine for the particular
I/O device involved. If recovery is not possible, the
user may (1) have the error ignored, (2) bypass the

erroneous record, (3) transfer control to a user-
prepared routine, or (4) terminate the job.

Machine Check Interrupts

Detection of a machine check interrupt caused by
some malfunction causes the type of action previously
described in the discussion of machine checks in the
section on “Classes of Interrupts”.
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Supervisor Call Interrupts

This interrupt is caused by a request from the problem
program via the Supervisor Call (SVC) instruction.
The SVC interrupt routine in the Supervisor examines
the interrupt code supplied with the SVC instruction
and transfers control to the proper routine to handle
the request. Some of the Supervisor routines that may
be requested via the SVC instruction are listed below:

TYPE OF FUNCTION

ROUTINE

FETCH To load a program from the core image library
into storage for execution

MSG To provide communication between the opera-
tor and the problem program

- EXCP Execute Channel Program — to request an 1I/0

opeération by the Input/Output Supervisor

EXIT To return to the main problem program after a

user-prepared timer routine or operator inquiry

EOJ To terminate the program and prepare for the
next job to be run

External Interrupts

External interrupts may be caused by external signals
(available with the Direct Control feature), by the
timer going from a positive to a negative value, or by
the operator pressing the interrupt key at the console.
External device signal interrupts are ignored by the
general purpose version of the Supervisor; control is
passed directly back to the problem program at the
point of interrupt. Interrupts caused by pressing the
interrupt key on the console are handled by Operator
Communication Routines. These routines handle mes-
sages directed to the Supervisor program by the opera-
tor and issued to the operator by the Supervisor pro-
gram. In some operating systems, the operator indi-
cates his desire to send a message to the Supervisor by
the depression of a “request” key on the system console
device (a 1052, for example). In this situation, opera-
tor communication routines to handle the message
would be entered because of an input/output inter-
rupt. Finally, timer interrupts are turned over to a
user-supplied timer routine for handling. The last in-
struction of this routine returns control to the Super-
visor via the EXIT Supervisor Call. If there is no user’s
timer routine, the interrupt will be ignored.

Program Interrupts

In the event of a program interrupt, the Supervisor will
transfer control to the address of a user-supplied pro-
gram error fixup routine, provided one exists. Thus, in
our earlier example of a fixed-point overflow during
adding, the installation’s programmer would have to
supply an overflow fixup routine to which the Super-
visor could branch. The user’s subroutine itself would
determine where the interrupt occurred by examining
the address in the program check old PSW. Upon
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completion of this routine, control can be returned te
the Supervisor and then to the interrupted problem
program. If no fixup routine is supplied, however, the
program is terminated, either immediately or after
printing the contents of the problem program area in
core storage ( that is, program dump).

How the System/360 CPU Recognizes Super-
visor and Problem Programs

We have indicated that two independently prepared
programs are always in main storage: the Supervisor
and the problem program. It is evident that these two
programs should be kept separate at all times and that,
moreover, the Supervisor must be protected from acci-
dental interference or destruction by the problem pro-
gram. Thus, two questions arise: How does the ma-
chine know which of the two programs is in control at
any time? and How is the Supervisor program por-
tected from interference? To answer these interrelated
questions, we shall need to explore briefly the follow-
ing aspects of the System/360 architecture:

Processor program states

Instruction classification

Storage protection
These topics are more fully covered in A22-6821 and
will be reviewed only briefly in the following para-

graphs.

Processor Program States

The overall status of the processor is determined by
four types of program states, with which you have al-
ready become somewhat familiar. They are the stop-
ped or operating, wait or running, masked or inter-
ruptible, and problem or Supervisor program states.
Each of these program state alternatives is identified
by the setting of a bit in the current PSW, but in this
context we are interested only in bit 15, which is the
problem state bit (see Figure 144). When bit 15 of the
current PSW is zero, the processor is in the Supervisor
state; when bit 15 is one, the processor is in the prob-
lem state. Thus, the machine assumes that the problem
program is being executed when current PSW bit 15
is one, and that the Supervisor program is being exe-
cuted when bit 15 is zero.

Switching between the problem and Supervisor
states is accomplished by changing bit 15 of the cur-
rent PSW, and this can be done only by introducing a
new PSW. As we know already, a new PSW can be in-
troduced as the current PSW either through an inter-
rupt or through the Load PSW instruction. Thus, an
interrupt — whether executed automatically by circui-
try or through the Supervisor Call instruction — will
switch from the problem to the Supervisor state by in-
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troducing a new PSW with a zero in bit position 15.
At the same time, an old PSW will be stored with a
one in bit position 15, to indicate where we left the
problem program. ‘

Instruction Classification

A second way the CPU distinguishes between problem
and Supervisor program states is by the type of in-
struction: either processing or privileged. Processing
instructions are concerned only with the problem-solv-
ing aspects of the application program and have no
control over the supervisory portions, such as I/O
operations and program loading. Privileged instruc-
tions, on the other hand, are concerned with the de-
vices and operations traditionally controlled by an In-
put/Output Control System (IOCS) or other super-
visor. Thus, all instructions relating to I/O operations,
storage protection, direct-control devices, and other
parts of the Supervisor program are considered privi-
leged. This means that they cannot be called for and
are not valid, when the processor is in the problem
state. A privileged instruction encountered in the prob-
lem state results in a program exception that causes a
program interruption. In the Supervisor state, however,
all instructions — whether processing or privileged —
are valid. :

Let us look at some privileged instructions. We
would expect the Supervisor rather than the problem
programmer to have control over the entire current
PSW and CPU status. Consequently, the Load PSW
instruction, which replaces the entire current PSW, is
obviously privileged. The Load PSW instruction may
be used by the Supervisor to switch back to the prob-
lem program, but not vice versa. In contrast, the Su-
pervisor Call instruction is not privileged and, hence,

can be used by the problem program to switch to the
Supervisor via the automatic interrupt linkage. Simi-
larly, the Set System Mask instruction is privileged,
since it affects I/O interrupts, which are the concern
of the Supervisor. The Set Program Mask (SPM) in-
struction is not privileged, since we would want the
problem programmer to be able to mask his program
exceptions. Other privileged instructions are listed in
the applicable SRL publication.

Storage Protection

The storage protection feature is concerned with the
protection of a number of programs and data in main
storage, not only the Supervisor program. In this con-
text, we will only touch on the principle underlying
this feature.

You are familiar with the file protect rings used in
earlier computers to protect the data on a reel of tape
from accidental destruction. In System/360 this feature
has been extended to all-electronic protection of large
areas of storage. In brief, each block of 2048 bytes in
main storage is associated with a four-bit storage key.
(Four bits provide for protection of up to 15 pro-
grams.) The storage key is not part of addressable stor-
age, but is controlled by special instructions. The stor-
age key is set or changed by the privileged instruction
Set Storage Key (SSK) and is inspected by the privi-
leged instruction Insert Storage Key (ISK).

When data is to be stored in a protected storage
block, the storage key is compared with a four-bit pro-
tection key, occupying bits 8—11 of the current PSW
(see Figure 144). Storage takes place only if the pro-
tection key and storage key match, or when the pro-
tection key is zero. Any other condition results in a
program interrupt.

Automatic Interrupts 201



Simultaneous Interrupts

What happens when several interrupt requests occur
at roughly the same time — that is during the same in-
struction cycle? We know that interrupt routines are
normally handled in the order in which they occur, but
only one request at a time can be serviced. When mul-
tiple interrupt requests occur at the same time as a
result of a variety of causes, which will be taken first,
and which last?

To answer these questions, consider first that we
have some control over the order and occurrence of in-
terrupts by means of the masking process. You will re-
call that during an I/O or external interrupt the super-
visory programmer had to “mask out” the same type of
interrupt source in order not to get caught in an end-
less program loop. He did this by setting the appropri-
ate system mask bits in the new PSW to zero through
use of the Set System Mask (SSM) privileged instruc-
tion. Thus, if an I/O or external interrupt request oc-
curred on top of an interrupt from the same source,
the new interrupt request would be kept pending until
the first request had been serviced. Similarly, we have
seen that the problem programmer has the choice of
ignoring four of the 15 possible program exceptions
that cause a program check interrupt, by setting (to
zero) the appropriate program mask bits (36—39) in
the PSW, through use of the Set Program Mask (SPM)
instruction. The remaining eleven program exceptions
and the supervisor call interrupt cannot be masked,
however.

Stacking Order

1. Machine Check

2. Program |or | Supervisor Call

3. External

4, Input/Output

When simultaneous interrupt requests occur that are
not or cannot be masked, they are “stacked up” in a
certain pre-determined order, just like airplanes in a
landing pattern. The order in which simultaneous, un-
masked interrupt requests are stacked (recognized or
honored) is as follows (see Figure 145):

1. Machine check

2. Program or supervisor call

3. External

4. Input/output
The program and supervisor call interrupts are shown
on the same line, since they are mutually exclusive;
both cannot occur at the same time. (A supervisor call
is a valid instruction and cannot result in a program
error.)

The fact that interrupt requests are stacked in the
order shown above does not mean, however, that they
are executed in this order; almost the reverse is true.
The order of priority for executing interrupt subrou-
tines is:

1. Machine check

2. Input/output

3. External

4. Program or supervisor call
The machine check interrupt has the highest priority.
When it occurs, the current operation is terminated
and no other interrupts are normally taken until the
recording procedure is completed.

When no machine check occurs, but other simulta-

Order of Execution

1. Machine Check

4. | Input/Output

3. External

2, Program |or | Supervisor Call

Figure 145. Order of stacking and executing simultaneous interrupt requests
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neous interrupt requests are present, the program or su-
pervisor call interrupt is stacked first, the external in-
terrupt is next, and the I/0 interrupt is stacked last.
The execution of the problem program is delayed,
while the old PSW’s are stored and the new ones are
fetched, for each interrupt in turn. No instructions are
actually executed during the stacking of the PSW’s,
and the process of storing and fetching continues until
no more interrupts are to be recognized. When the last
interrupt request has been serviced, the execution of
instructions is resumed, starting with the PSW last
fetched. Thus, with the exception of the machine check
interrupt, the order of execution of interrupt subrou-
tines (the priority order) is the reverse of the order in
which PSW’s are fetched (the stacking order). The
most important interrupts — input/output — are actu-
ally serviced first; the external interrupts are next and
then come program or supervisor call interrupts.

A business analogy illustrates why interrupt requests
are stacked in reverse order of priority. A secretary has
three phones on her desk. The most important, a red
phone, is connected to the manager’s office. A white

OLD PSW'S

PROGRAM

(address of next in-
struction in interrupted
problem program)

40

EXTERNAL

24 (New Program PSW)

INPUT/OUTPUT

56 (New External PSW)

phone — slightly less important — is for calls from im-
portant clients, and a black phone is for calls from
vendors and salesmen, considered least important. If
all three phones ring simultaneously and she wants to
take care of all callers, she will answer the phones in
reverse order of their importance (taking a chance,
however, on antagonizing her manager). She first an-
swers the black phone, notes down the vendor’s name
and tells him to hold. She then answers the white
phone, takes note of the client’s name and request, and
puts the phone on hold. Finally, she answers the boss’s
phone and takes care of his request completely. Now
she comes back first to the client and handles his re-
quest, and then to the vendor and takes care of him.
In this way, she has serviced all requests in order of
priority without ignoring any calls.

Consider now the mechanics of the action involved
if, for example, an 1/0, a program check, and an exter-
nal interrupt all occur during the execution of a single
instruction (see Figure 146). The program interrupt
request is recognized first. Accordingly, the current
PSW is stored in location 40, the old PSW location for

NEW PSW'S

PROGRAM

(address of program

interrupt subroutine) 104

EXTERNAL

(address of external
interrupt subroutine)

88

INPUT/OUTPUT

(address of I/0 120

interrupt subroutine)

N

(New I/O PSW)

CURRENT PSW

Figure 146. Stacking of PSW’s during simultaneous program, external, and 1/O interrupt requests
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a program interrupt, and a new PSW is fetched from
location 104 to serve as the current PSW. The external
interrupt request will prevent the first instruction of
the program interrupt subroutine from being executed
at this time, provided, however, that the current PSW
is not masked for the external interrupt cause. If the
CPU is interruptible for the external interrupt source,
the current PSW is stored in old PSW location 24, and
a new external PSW is fetched from location 88 and
becomes the current PSW. Again, the existence of an
I/O interrupt request prevents the execution of the
external interrupt subroutine, provided the current
PSW is interruptible for the I1/O interruption cause. If
so, the latest current PSW is stored in location 56, re-
served for old I/O PSW’s, and a new I/O PSW is
fetched from location 120. This now becomes the cur-
rent PSW.

With no further interrupts pending, the CPU auto-
matically branches to the address of the 1/O subrou-
tine, contained in the current PSW, and executes it.
The last instruction of this subroutine (the Load PSW
instruction) causes the old I/O PSW (in location 56)

Summary

System/360 is designed to operate continuously with
a minimum of manual intervention. The comprehen-
sive automatic interrupt system handles input/output
interrupts, external device signals, program exceptions,
machine errors, and similar conditions that may affect
the sequence of instructions being executed. Since in-
terrupts are handled and serviced by electronic circui-
try and an IBM-prepared supervisory program, the
problem programmer need not usually concern him-
self with these conditions.

The interrupt system recognizes five general classes
of interrupts: machine check, program, supervisor call,
external, and input/output interrupts. Each class of in-
terrupts has both an old and a new PSW in reserved
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to be restored as the current PSW. It, in turn, contains
the address of the external interrupt subroutine, which
is entered and executed. Again, the last step of this
subroutine causes the old external PSW (in location
24) to be restored as the current PSW. Since this PSW
contains the address of the program interrupt sub-
routine, the CPU enters it and executes it, in turn. The
old program PSW now becomes the current PSW
again, and directs the CPU to the address of the next
instruction in the problem program, at the point of the
multiple interruption. Instruction sequencing and exe-
cution of the original problem program then resume.

The example illustrates the logical order of stacking
and executing simultaneous interrupts. All interrupt re-
quests were serviced, with the highest priority being
given to the 1/0 devices. The slight delay encountered
in handling pending interrupt requests is of little prac-
tical consequence. Most important, all PSW switching
was done automatically by the circuitry and, hence,
required no attention whatsoever from the problem
programmer.

storage locations. In all classes, an interrupt involves
storing the current PSW in its old storage position and
making the PSW at the new position the current PSW.
Machine check interrupts, external interrupts, I/0 in-
terrupts, and some program interrupts can be masked
(ignored) by setting the appropriate mask bits in the
current PSW (usually through the control program).
In the event of an interrupt, the old PSW holds the
cause of the interruption and also all necessary status
information pertaining to the system at the time of in-
terrupt. If the last instruction of the interrupt routine
is the Load PSW instruction, the old PSW is restored
to current status and the interrupted program con-
tinues.



Summary Chart of Interrupt Action

SOURCE
IDENTIFICATION

INTERRUPTION CODE MASK ILC EXE-
BITS SET CUTION

psw BITS 16-31

Input/Output (old PSW 56, new PSW 120)

Channel 0 00000000 aaaaaaaa
Channel 1 00000001 aaaaaaaa
Channel 2 00000010 aaaaaaaa
Channel 3 00000011 aaaaaaaa
Channel 4 00000100 aaaaaaaa
Channel 5 00000101 aaaaaaaa
Channel 6 00000110 aaaaaaaa
Program (old PSW 40, new PSW 104)
Operation 00000000 00000001
Privileged 00000000 00000010
operation
Execute 00000000 00000011
Protection 00000000 00000100
Addressing 00000000 00000101
Specification 00000000 00000110
Data 00000000 00000111
Fixed-point 00000000 00001000
overflow
Fixed-point divide 00000000 00001001
Decimal overflow 00000000 00001010
Decimal divide 00000000 00001011
Exponent 00000000 00001100
overflow
Exponent 00000000 00001101
underflow
Significance 00000000 00001110
Floating-point 00000000 00001111
divide

ODUAWND~O

36

37

38
39

completed
completed
completed
completed
completed
completed
completed

Mob oM oM MMM

1,2,3
12

suppressed
suppressed

2  suppressed
0,2,3 suppressed
or

terminated
0,1,2,3 suppressed
or
terminated
suppressed
terminated
completed

1,2,3
2.3
1,2
1,2 suppressed
or

completed
3  completed
3  suppressed
1,2 terminated
1,2  completed
1,2
12

completed
suppressed

Supervisor Call (old PSW 32, new PSW 96)

Instruction bits

00000000 rrrrrrrr

External (old PSW 24, new PSW 88)

Timer

Interrupt key
External signal 2
External signal 3
External signal 4
External signal 5
External signal 6
External signal 7

00000000 1nnnnnnn
00000000 n1lnnnnnn
00000000 nnlnnnnn
00000000 nnn 1nnnn
00000000 nnnnlnnn
00000000 nnnnnlnn
00000000 nnnnnnln
00000000 nnnnnnnl

NP RN RN RPRRR RN |

1  completed

completed
completed
completed
completed
completed
completed
completed
completed

MoM M oM M MMM

Machine Check (old PSW 48, new PSW 112)

Machine
malfunction

NOTES

I

00000000 00000000 13

Device address bits
Other external-interruption conditions

Bits of R, and R: field of suPERVISOR cALL
Unpredictable

Automatic Interrupts
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Questions and Exercises

Note: Blanks are not necessarily to be filled in with
only one word.

1. Innoninterruptible systems of the past, exceptional
conditions, such as arithmetic overflows or 1/O errors,
had to be handled by the program, by repeated pro-
gram testing for the particular condition and branch-
ing to the appropriate corrective subroutine. With the
automatic interrupt system, the machine itself recog-
nizes the exceptional condition and automatically
fetches the appropriate corrective routine. True or
False?

2. An automatic branch to the. Supervisor program is
called an

3. An interrupt of a particular class replaces the en-
tre — program status word (PSW) by
placing it in the location in main storage
for that class and then fetching a from
main storage.

4. The general status of the processor, the reason for

the interrupt, and the address of the next instruction in

the problem program sequence are all contained in the
PSW.

5. The interrupt-handling routine is initiated by the
automatic fetching of the from storage
and loading it as the PSW.

6. After the interrupt has been serviced, the instruc-
tion sequence of the original problem program may be
resumed from the point of interruption by means of
the - instruction, which is the

instruction of the interrupt-handling routine.

7. In the example of a fixed-point overflow without
automatic machine interrupt, the programmer uses the

instruction after each arithmetic opera-
tion to test the code in the PSW for over-

flow.

8. If an overflow occurred in the example (7, above),
the instruction is used to go to the over-
flow fixup routine and provide a return link.

9. In the example of fixed-point overflow using the
automatic interrupt mechanism, neither BC nor BAL
instructions are needed, since the program is inter-
rupted automatically in the event of overflow and con-
trol is passed to a corrective subroutine. True or False?
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10. a. Name the five general classes of interrupts.
b. Each class has two distinct word

" storage locations for the and

PSW’s, respectively.

11. The specific reason for an interrupt is given by
the___ code, contained in bits 16—31 of the

PSW. The interruption code is set auto-
matically after an occurs.

12. Program interrupts can be caused by

different types of programming errors. Most of these
are due to errors; the remainder are con-
cerned with improper , invalid

or data specification, and violation of

13. One cause of an input/output interrupt is the
of an 1/0 operation.

14. Which of the following is/are true?

a. Machine check interrupts are caused by vari-
ous machine errors and hardware malfunctions.

b. Invalid data can never result in a machine
check.

c. A machine check can cause an error stop.

d. Incorrect parity due to a power interruption
will cause a machine check.

15. External interrupts may be caused by (a) exter-
nal device signals (available with the Direct Control
feature), (b) the depression of the Interrupt key at
the console, and (c) a condition within the CPU. De-
scribe this condition.

16. The supervisor call interrupt differs from other

types of interrupts in that the makes use

of the automatic interrupt linkage by means of the
instruction. The most common use of

the supervisor call interrupt is to switch from the
state to the state.

17. Preventing an interrupt or keeping it pending is
called

18. By masking the PSW, the detailed status of the
CPU can be preserved for subsequent inspection. True
or False?

19. Machine check interrupts,
and four of 15 exceptions can be masked:
the remaining exceptions and the
interrupt cannot be masked.

> >



20. When an interrupt condition occurs on top of an
interrupt of the same type, the second interrupt must
be —_ to prevent the CPU from getting
caught ina program —— due to destruction
of the PSW from the problem program.

21. Masking is handled by three fields in the PSW:
the _ mask, mask, and the
mask.

22. Input/output and external interruptions may be
masked by the _ mask, which contains

bits: bits are used for se-
lector channel masking, while one bit each is used for
the ____ and for

23. To prevent a particular type of interrupt from
occurring, the mask bits for that type must be made
; when the mask bits are set to
the CPU is interruptible for that type of condition.

td

24. A system mask contains the bit configuration
01100001. Which interrupts are permitted and which
are masked?

25. Bits 36—39 of the PSW constitute the

mask. These bits permit masking the following pro-
gram exceptions: (a) (b)

(c) (d)

26. Interrupts take place after the current instruction
is finished and before the next instruction is started.
The execution of the current instruction is not af-

fected by the occurrence of an interrupt. True or
False?

27. Depending on the cause and type of interrupt,
the preceding instruction may be either
, or

e

28. In the event of I/0, external, and supervisor call
interrupts, the instruction preceding the interrupt is

; in the event of a machine check inter-
rupt, the current instruction is and the
result may not be stored.

29. In the event of a program check interrupt, the
current instruction may be s ,
or — depending upon the type of pro-
gramming error and the time of its detection.

30. The length of the last executed instruction in the
interrupted program is indicated by the
code in the PSW.

31. For the supervisor call interruption, the ILC is
, while for a program interrupt it may be
or

> >

32. The instruction length code must be 1, 2, or 3.
True or False?

33. The Interrupt Supervisorisa — that
analyzes the cause of the interrupt and takes the prop-
er action.

34. The Supervisor is the part of the IBM-prepared
program that is permanently kept in

main storage. When necessary, the Supervisor calls in

other portions of the control program and processing

alternates between the and

programs.

35. In case of I/O interrupts, the Supervisor passes
control immediately to the , which con-
sists of a series of routines for handling 1/0 operations
or detecting I/O error conditions.

36. Describe five supervisor functions that may be
requested by the problem program via the Super-
visor Call (SVC) instruction.

37. Timer and program interrupts are turned over by
the Supervisor to the appropriate rou-
tines for handling.

38. There are always two independently prepared
programs in main storage: the program
and the program.

39. The major way the machine recognizes which of
the two programs is in control at any time is by dif-

ferentiating between (a) and

program states, and (b) and
instructions.

40. When bit 15 of the PSW is , the CPU
is in the supervisory state: when bit 15is — |

the CPU is in the problem state.

41. Switching between the problem and supervisor
states can be done only by introducing a new PSW
via the Load PSW instruction. True or False?

42. Instructions relating to I/O operations, storage
protection, direct-control devices, and other parts of
the Supervisor program are considered
and, hence, are not when the CPU is in
the _ state; in the state all
instructions are valid.

43. If a privileged instruction is encountered in the
problem state, a results.

44. Which of the following instructions is/are valid
when the machine is in the problem state (PSW bit
15 is 1) and which may be issued only by the Super-
visor program (PSW bit 15 is 0):
. Load PSW
. Supervisor Call

Set System Mask
. Set Program Mask

Start I/0
Any I/0 instruction

o e TR
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Answers to Questions and Exercises

Chapter 1: Architecture

1. Data from a tape unit may be transmitted over a
multiplexor channel, in which case the channel oper-
ates in burst mode. Like other I/0 devices, tape units
are attached to a control unit, which, in turn, is at-
tached to a channel.
2. The Load PSW instruction is a privileged. instruc-
tion, and an attempt to execute this instruction by the
problem program will cause a program interrupt.
3. Because the Supervisor Call instruction contains
an eight-bit code that is stored in the old supervisor
call PSW in the course of interruption, the routine
must first examine this code in the old PSW. The code
may be regarded as a message conveyed by the in-
struction to the supervisor.
4. The valid packed decimal digit codes are:

0000 0001 0010 0011 0100

0101 0110 0111 1000 1001
which represent the digits 0-9.
5. Hollerith code read by a card reader is trans-
ferred from the card reader’s control unit as EBCDIC.

Chapter 2: Number Systems

L (121,001); = (3213)s = (110,110,001) = (433)10
(100011); = (35)10; (0.111111)s = (0.984375)10

2. (9B4D.3A7 )16 = (39,757.228...)10

3. 10001010z = 8As6; 1001110100, = 27416;
(1110101.001110101 )2 = (75.3A8)1s

4. A72B =1010 0111 0010 1011;
39BF4D = 111001 1011 1111 0100 1101;
ABCDEF = 1010 1011 1100 1101 1110 1111;
52.A7TEF98 = 1010010.1010 0111 1110 1111 1001 1;
123.ABC =1 0010 0011.1010 1011 11
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6. Fixed-point arithmetic instructions are part of the
standard instruction set. Neither the optional decimal
nor floating-point instruction set is sufficient in itself
to perform processing.

7. The position of the sign depends on the format of
the data. A binary quantity is represented internally
by a 32-bit binary number. The sign occupies the
high-order (leftmost) bit position. The sign of a num-
ber in EBCDIC occupies the zone position of the least
significant digit. The sign of a packed decimal number
occupies the low-order four bits of the field.

8. The effective address is specified by the 24 least sig-
nificant bits in register 5.

9. Length is not a criterion for the selection of in-
structions. The programmer knows the location (in
storage, registers, or both) of data to be operated
upon and the operations to be performed. His selec-
tion is made accordingly, and halfword, word, and
three-halfword instructions are mixed within a pro-

gram.

5. 1100011 111101111
-+ 0111001 + 111101111
10011100 1111011110

1000 1111 1010 0001
-+ 0001 0011 1110 0101

1010 0011 1000 0110

6. 1234546 8FB5 345.789
-+ 56789 -+ CD69 -+ 832.BDE
GSACE 15DIE B78.367
ABCD.09EF
~+ 1234.5698
BEO1.6087



7. 100000 — 1 = 11111; 12.
111010 111111111 10001.11001

— 100100 — 100000000 — 110100110 .
10110 11111111 100.10011 '

8.  F865 E73F.A983 14
— OAB7 — A9CD.8TFE :

5DAE 3072.2185
9. 1100 X 11 = 100100; 1010 X 1001 = 1011010; 15.

10.001 x 1.01 = 10.10101
10. 3E7 X 5B9 = 1654EF; D.38 X 6.EF — 5B.A748

11. (39)10 = 100111,; 583 = 1001000111;
7946 — 1111100001010

Chapfer 3: Introduction to Assembler Language

1. Leftmost, leftmost 7.

Hexadecimal

3a. 112
b. 130
c. (1) 15
(2) 102
(3) O2E 8.
(4) 130
4. The DC will cause data to be placed into storage.
The DS will allocate space in storage without placing
any data there.

5. 130

6a. 130-133
b. 138-13B
c. 140-147

(89)10 = (59)16; 438 = 1B6; 999 = 3ET;
5793 = 16A1; (875,472,925)10 = (34,2EA,81D )16

110101> = 5310; 1110110001 — 945;
111111111 = 511 (i.e, 2°—1)

(TE5)16 = (2021)10; F8D — 3981;
89F7 = 35,3191

(0.79)10 = (0.1100 1010 0011); = (0.CA3)1s
(0.6666666 )10 — (0.1010 1010 1010 1010 1010. . .),

= (0.AAAAAA .. )56
(0.123) 10 = (0.0001 1111 011) = (.1F6)16
(34.6875)10 = (100010.1010 1100 1100 1100 . . .): =
(22ACCC.. )16

Programming

148, 150, 158, 160

The assembler will automatically align a double-
word area specified as shown on a doubleword
boundary. Therefore, locations were skipped pre-
ceding AREA2, AREA4, and AREAS so that each
starts on a doubleword boundary.

DS D

DS D

DS D

DS F

DS F

DS F

Note that this arrangement saves 12 bytes of the
48 bytes assumed by the arrangement in question
7. Thus % of the original 48 bytes were saved by
the new sequence of statements.
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2.
3.

4.

Chapter 4: Fixed-Point Operations

Fullword
Receives

Sends
Exception

No. The first operand must specify an even-num-

bered register of an even-odd pair.

5.

An even-numbered register of an even-odd pair

that contains the dividend.

12.

. 210

Divisor
The quotient is in the odd-numbered register.
The remainder is in the even-numbered register.

START 256
BEGIN BALR 15,0
Using *15
L 2, XANDY
SRDL 2,12
SRL 3,20
ST 2X
STH 3Y
SvC 0
XANDY DS F
X DS F
Y DS H
END BEGIN

(¢) Condition codeis 1 or 3.
BC 15NEWONE
LM 25X1

. SR 55
. It will be the sum of the contents of register 15

(the base register), register 11 (the index regis-
ter), and the displacement.

BXLE 5,6, NEWONE



Chapter 5: Programming with Base Registers and the USING Instruction

la. USING *,15
b. BALR 150
Value Loaded at Execution Time
L/alue Assl;med Program [oaded Program loaded
y Assembler at 20074 at 120014
Reg 15 202 202 1202
Location Location . Execution Time
(relocated) Object Instruction Effective Address
Program |Program
Base Displace- |Lloaded Jloaded
Register ment at 20014 jat 120014
START 512
1200 200 BEGIN BALR 15,0
USING *15
1202 202 F 102 304 | 1304 L 2,DATA)
1206 206 F i 122 324 11324 A 2 {IEN
1234 234 F 106 308 | 1308 S 2 DATAW
1238 238 F 126 329 | 1328 ST 2 RESULT
1252 252 F 142 344 | 1344 L 6,BINT)
1304 304 DATA DC F25
1308 308 bC F*15
1324 324 TEN DC F10*
1328 328 RESULT DS F
1344 344 BIN1 DC F12¢
END BEGIN
Symbol Table
Location  Length
BEGIN 200 2
BIN1 344 4
DATA 304 4
RESULT 328 4
TEN 324 4

Note that the object instruction base register specifi-
cations and displacements still work perfectly even
though the program is relocated. This is because the
displacement factor always indicates how far away
the location of the symbolic operand is from the base

address. If the program is loaded at 200, DATA is
104 bytes past the base address 102. If the program
is loaded at 1200, DATA is still 104 bytes past the
base address.
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Valve Assumed ;/alue Lolad:d:t Execution Time
b AS bl rogram oage:
y Assemoler at 100014
Reg 15 1002 7002
Reg 14 2002 2002
Reg 13 3007 3002
Location . . Execution Time
Object Instruction Effective Address
Ero%mén
Base Displace~ |Loade
Register ment at 100016
START 4096
1000 BEGIN BALR 15,0
USING FIRST, 15
1002 FIRST BC 15, SKIP
1006 DATA DC F'3472°
1024 BASEl  DC A(FIRST+4096)
1028 BASE2 DC A(FIRST+8192)
14 | F 022 | 1024 SKIP L 14 {BASEI
: USING FIRST+4096, 14
1108 F 026 1028 L 13 ,{BASE2
: USING  FIRST+8192, 13
2504 D 902 3904 BC 15 CK8
2898 F 004 | 1006 LOOP A 4DATA)
: : —
3204 LOOPB S 5,DATA
3508 £ g96 2899 BC 8{LoOOP)
: : —
3904 D 202 3204 CK8 BC g{LoorB)
) _ END BEGIN
Symbol Table
Symbol Location
BASE 1 1024
BASEZ 1028
BEGIN looo
cKé 3904
PATA 1006
FIRST 1002
LooP 2898
LOOP B 3 204
Sx/P 1104




Chapter 6: Decimal Operations

la. CON3 DC
b.  000000003F

2. Assembler
Data definitions
Programmer

3. Equalto
4.  One less than

S5a. A storage area which contains the multiplicand
in the low-order positions and zeros in the high-order
positions.

Multiplier
b. In the storage area specified by the first operand.

6a. 00 02 48 94 10 3+
158 159 15A 15B 15C 15D
b. 15A

7. Storage area containing the dividend.
Divisor
The quotient will be in the left portion of the
dividend area, and the remainder in the right portion.

8a. 2

PLY3

b. 8
9a. SOURCE 66 55 44 33 22 11
DEST 11 22 66 55 44 6S
b. SOURCE 66 55 44 33 22 11
DEST 11 22 33 45 55 6S
c¢. SOURCE 66 55 44 33 22 11
DEST 00 00 00 04 43 3S
10. No. The ZAP instruction, as all the decimal

arithmetic instructions and the decimal compare in-
structions, requires a legitimate sign in the low-order
byte of the “sending” field.

1la. MVN RESULT45(1),FACTOR-4
MVO RESULT,FACTOR(4)

b. MVN FACTOR--3(1),FACTOR-}4
ZAP RESULT,FACTOR(4)

12a. SI

b. NI HOLD,X"00’
c. NI HOLD--3X0F

13.  In both cases, each bit position of the referenced
storage operand is analyzed against the corresponding
bit position of the immediate portion of the instruc-

-

tion. The storage byte referenced by the first operand,
after execution will be:

a. For the And Immediate instruction, a 1 in each
bit position in which both operands had 1s, and zeros
elsewhere.

b. For the Or Immediate instruction a 1 in the bit
positions in which either or both operands had a 1,
and a zero where both operands had zeros.

14. Packed decimal
15. PACK
16. UNPK (Unpack)

17a. DC F'578
b. DC ZL3'578
c¢. DC PL2578

18.  There are at least four ways to write the DC
statement. Keep in mind that 4B is the hexadecimal
equivalent of 75y,.

a. DC F'7% would generate the 4-byte constant:
00 00 00 4B.

b. DC H’75 would generate the 2-byte constant:
00 4B.

c. DC X’4B’ would generate the 1-byte constant:
4B.

The advantage of methods a and b over method ¢
is that the programmer does not have to convert from
decimal to hexadecimal. A disadvantage is that more
space is used than is perhaps necessary.

d. The statement DC FL1'75 would remove this
disadvantage since the characters L1 specify that the
length (L) of the constant is to be 1 byte. Thus a 1-
byte field of 4B would be generated. A point to re-
member is that when a length is stated for an F-type
constant no boundary alignment is performed by the
assembler.

19. IC 60LD
20. STC 6,0LD
21a. No. MASK is not located on a fullword bound-

ary. The N instruction requires the operand in storage
to be on a fullword boundary.

b. The statement DS OF could be inserted im-
mediately before the DC defining MASK.

c. DC F15
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Chapter 7: Logical Operations on Characters and Bits

1. XI KEY,15 (immediate datain decimal)
XI KEY,XOF" (immediate data in hexadecimal)
XI KEY,B'00001111’ (immediate data in binary)
2. T ADDRX’ 30/
BC 5ANIMAL
3. TM ADDRX(06
BC 4,LIST2
(There are many acceptable ways of performing tests
such as 2 and 3. The TM instruction, where it can be
used, has the advantages of leaving storage unchanged
and obviating the need for registers or work areas.)
4a. 05
b. 2C (the final C is the code for )
c 43
5. 8 bits, 1 byte
6. 2048 bits, 256 bytes
7. (b) Alphameric characters. (Despite their plausi-
bility, a and c are not correct in the general case be-
cause of possible difficulty with sign codes.)
8. (c) Aninequality. All codes are valid.
9. (a) 5, (b) 2, (c¢) 3 plus the contents of general
register 1, (d) the computed effective address for
FIELD (not the word stored at that address).

10. Among the many ways to solve this are the fol-
lowing:

CLC  FIELD(1)FIVE
BC 6,NOT5
FIVE DC  X'05
or,
CLI  FIELD,X'05
BC 6,NOT5
or,

™ FIELD,X'05
BC 12.NOT5

™ FIELD,X’FA’
BC 5,NOT5

11. The second byte of the BC instruction, containing
the mask M1 and index X2 fields.

12. (d) The OI instruction changes the BC 0 instruc-
tion, which never branches, to a BC 15 instruction,
which branches unconditionally. Hence, after the first
time around, the sequence between the BC and sym-
bolic address ADDR is always skipped.

13. The instruction sequence between the BC in-
struction and the address ADDR will be alternately
executed and skipped.

14. N 5,MASK

MASK DC X'FF000000’

Chapter 8: Edit, Translate, and Execute Instructions

1. BBB1540

2. BBB5721BB

3. BBBBBBB.01BCR

4, BBBBBBBBB

5. BB0,000.10BB

6. BBBB101.43CRBBBBBB1.07 BCR

7a. PATRN DC X’40206B2020206B2020214B202040C3D9’
b. BBBB92,500.01BCR
c. BBBB92,500.01BCR

8. (c) PATRN+42
9. No
10. (e) ACBD

214

11. (d) Address of AREA-+-2 and X’01’ respectively

12. 12345678991000000000

Area is first set to zeros by the MVI and MVC in-
structions. The EX instruction first causes the low-order
8 bits of register 2(0A) to be ORd with the 8-bit
length code portion (00) of the MOVE instruction.
The result of the OR’ing is a length code of 0A (10 in
decimal). Since the object instruction length code is
always one less than the number of bytes to be af-
fected, the MOVE instruction will cause 11 bytes to
be moved.

13. 10000000000000000000



Chapter 9: Subroutines and Subprograms

la. Point F
b. Point D
c. Point C
d. Point E
e. Point D

2. No operation

3. CALLER CALLED
EXTRN ROUT1 ENTRY ROUT1
ROUTL . ... .. ..
4. CALLER CALLED

EXTRN ROUT1 ENTRY ROUT1

LR 13ACON ROUTI. .. ... ..
BALR 1413

ACONDC A(ROUTI1)

5. See next page.

6. BASEI contains 00005002.
BASE2 contains 00006002.

7. See next page.

8. See next page.
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Valve Assumed Valuve Loaded at Execution Time
- Relocation anstanf by Assembler Program loaded Program loaded
3000 at 100034 at 400074
Reg 15 iooz2 1002 4002
Reg 14 2002 2002 5002
Reg 13 3002 3002 6002
Location . . Execution Time
Location Object Instruction Effective Address
(relocated) b b
ram
o 4000_]6 Base Displace- L;(‘)%E‘T LL}%'(%J
Register ment at 10001¢/ct 16
START 4096
4000 1000 BEGIN BALR 15,0
USING FIRST, 15
4002 1002 FIRST BC 15, SKIP
4006 1006 DATA DC F'3472'
4024 1024 BASE1 DC A(FIRST+4096)
4028 1028 BASE2 DC A(FIRST+8192)
4104 1104 F 022 1024 | 4024 | skip L 14, BASET)
USING FIRST+4096, 14
4108 1108 F 026 1028 (4029 L 13,BASED)
: USING FIRST+8192,13
5504 2504 0 902 3904 | 6904 BC 15(CK8)
. . ja——
5898 2898 F 004 1006 | 4006 | LOOP A 4,(DATA)
: : —
6204 3204 LOOPB S 5,DATA
6508 3508 £ 896 2898 | 5898 BC 8,(LOOP
: : N
6904 | 3904 4 202 3204 | €204 | cks BC 8,(LooOPB
———
END BEGIN
Symbol Table
Symbol Location
BASE L 1024
BASE 2 1028
BE&/IN 1000
CKS8 3904
DATA 1006
FIRST 1002
LooOP 289¢
looP 8 3204
SK(IP 1104
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Chapter 10: Floating Point and Advanced Loops in Scientific Applications

5a.

DC
DC
DC

E’3.14159265
—2.78
E’38754E--6’
(DC E’3.8754E+-10 is another possibility )
E’0278E—5
E’—2.36E—-11’

DC
DC

DC
DC
DC
DC
DC

D’3.141592653589793’
D/-2.78

D’—3E—6’
D’3.8E430/

D’SE—9

42200000
4220000000000000
47100000
3A100000
BA100000
C7100000
C7100000

46XXXXXX

The effect of the instructions is to construct a
short floating-point unnormalized number from a
positive binary integer and a hexadecimal con-
stant.

Floating-point register 2 — 42100000
Floating-point register 4 — 42080000

. Floating-point register 6 — 41F00000

General register 6 — 00000000
. A=42100000

General register 3 — 42100000
LE 2,B Bin Reg. 2
ME 2.C BxCin Reg.2
LCER 42 —BxCinReg. 4
AE 2,A A+BxCinReg.2
AE 4A A-B xCinReg. 4
DER 42 A-BxC

A4+BxC

A DS F

B DS F

C DS F

7a. L
LR

ST

SLL
LA
LA
LE
AE
BXLE
DE

NEXT

STE
ONE DC
CON46 DC
N DS
FLN DS
AVER DS
A DS

7b. L
LR
A

ST

S

SLL
LA
LA
LD
AD
BXLE
DD

NEXT

STD
ONE DC
N DS
CON46 DC
FLN DC

AVER DS
A DS

13,N
4,13
4,CON46

4 FLN
13,0NE
132

12,4

114

6,A

6,A(11)
11,12,NEXT
6,FLN

6,AVER
F1
X’46000000
F

F

F

100F

13,N
4,13
4,CON46

4FLN
13,ONE
13,3

12,8

11,8

6,A

6,A(11)
11,12, NEXT
6,FLN

6,AVER
F1

F
X’46000000
D0’

N to GR13
N to GR4
Converted to
floating
unnormalized
(N—1) to GR13
4(N-1) to GR13
4 to GR12
4 to GR11
A(1) to FPR 6
Add A; to FPR6
Test
Prenormalize N
and divide into = A;
Store result

N to GR13

N to GR4

Converted to
floating
unnormalized

(N—-1) to GR13

8—(N—1) to GR13

8 to GR12

8 to GR11

A(1) to FPR6

Add A; to FPR6

Test

Prenormalize N

and divide into = A;

Store result

(see note below)

D
100D

Note: Provide for use of N as a long floating-point
number with zeros in the last 8 positions.
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' Chapter 11: Automatic Interrupts

True

Interrupt

Current, old PSW, new PSW
OMd

New PSW, current

Load PSW, last

Branch on Condition, condition
Branch and Link

True

10. a. external, supervisor, program, machine, input/
output

b. double, old, new
11. Interrupt, old, interrupt

12. 15, arithmetic, addressing, instructions, storage
protection

© O N DUk W

13. Completion

14. a, c, and d. b is false because, after a power in-
terruption or system reset, incorrect parity may exist
in storage or registers

15. Timer value changes from positive to negative
16. Program, Supervisor Call, problem, supervisor
17. Masking

18. False

19. External, I/O, program, program, Supervisor Call
20. Masked, loop, old

21. System, machine check, program

22. System, eight, six, multiplexor channel, external
interrupts

23. Zero, one

24. External interrupts and 1/0 interrupts from selec-
tor channels 1 and 2 are permitted. Multiplexor chan-
nel interrupts and selector channels 3—6 are masked,
that is, kept pending,
25. Program

a. fixed-point overflow

218

b. decimal overflow
c¢. exponent overflow
d. significance

26. False. The cause of the interrupt may affect the
manner in which the current instruction is completed.

27. Completed, terminated, suppressed
28. Completed, terminated

29. Completed, terminated, suppressed
30. Instruction length, old

3l. 1,1,2,3

32. False; it could be zero

33. Program of instructions

34. Control, problem, supervisor

35. Input/output supervisor

36. Load a library program
Provide operator communication
Request an 1/0 operation (Execute Channel Pro-
gram)
Return to the main program after a timer routine
or operator inquiry
Terminate the program and prepare for the next
job

37. User-prepared

38. Supervisor, problem

39. a. Problem, supervisor
b. Processing, privileged

40. Zero, one

41. False. Switching between states also occurs as a
result of any interrupt, including the supervisor call
interrupt.

42. Privileged, valid, problem, supervisor
43. Program interruption

44. The problem program may issue b and d.

a, ¢, e, and f are privileged instructions.

All of the listed instructions may be issued by the
Supervisor program.



STANDARD INSTRUCTION SET

NAME

Add

Add

Add Halfword
Add Logical
Add Logical

Branch and Link
Branch and Link
Branch on Condition
Branch on Condition
Branch on Count
Branch on Count

Branch on Index High

Branch on Index
Low or Equal

Compare

Compare

Compare Halfword

Compare Logical

Compare Logical

Compare Logical

Compare Logical

Convert to Binary

Convert to Decimal

Diagnose

Divide

Divide

Exclusive OR

Exclusive OR

Exclusive OR

Exclusive OR

Execute

Halt 1/0

Insert Character

Load

Load

Load Address

Load and Test

Load Complement

Load Halfword

Load Multiple

Load Negative

Load Positive

Load PSW

Move

Move

Move Numerics

Move with Offset

Move Zones

Multiply

Multiply

Multiply Ralfword

OR

OR

OR

OR

Pack

Set Program Mask

Set System Mask

Shift Left Double

Shift Left Single

Shift Left Double
Logical

Shift Left Single
Loglcal

Shift Right Double

Shift Right Single

Shift Right Double
Logical

Shift Right Single
Logical

Start 1/0

Store

Store Character

Store Halfword

Store Multiple

Subtract

Subtract

Subtract Halfword

Subtract Loglcal

Subtract Logical

Supervisor Call

Test and Set

Test Channel

Test /O

Test Under Mask

Translate

Translate and Test

Unpack

AR

A

AH
ALR
AL
NR

N

NI

NC
BALR
BAL
BCR
BC
BCTR
BCT
BXH

BXLE
CR

CH
CLR

CLC
CLI

CvVB
CVD

LTR
LCR
LH
LM

LPR
LPSW

MVC
MVN

MVO
MVZ

MH
OR
o1

PACK
SPM

SLDA
SLA

SLDL
SLL

SRDA
SRDL

SRL
S10

STC
STH
STM

SH
SLR

SVC
TS

TIO
T™

TRT
UNPK

MNEMONIC TYPE

REERURORRERERRRRREER

LR A Lok
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OPERAND

R1,R2

R1, D2(X2, B2)
R1, D2(X2, B2)
R1,R2

R1, D2(X2, B2)
R1,R2

R1, D2(X2, B2)
D1(B1),12

DI(L, B1), D2(B2)

R1,
R1, D2(X2, B2)
M1, R2
M1, D2(X2, B2)
R1,R2

R1, D2(X2, B2)
R1, R3, D2(B2)

R1, R3, D2(B2)
R1,R2

R1, D2(X2, B2)
RI1, D2(X2, B2)
RI,R2

R1, D2(X2, B2)
D1(L, B1), D2(B2)
D1(B1),12

RI1, D2(X2, B2)
R1, D2(X2, B2)

R1,R2
R1, D2(X2, B2)
R1,R2

R1, D2(X2, B2)
D1(B1),12

DI1(L, B1), D2(B2)
R1, D2(X2, B2)
D1(B1)

R1, D2(X2, B2)
R1, R2

R1, D2(X2, B2)
R1, D2(X2, B2)
R1,R2

R1, R2

R1, D2(X2, B2)
R1, R3, D2(B2)
R1,R2

R1,R2

D1(B1)

D1(B1),12

D1(L, B1), D2(B2)
D1(L, B1), D2(B2)

D1(L1, B1), D2(L2, B2)

DI(L, B), D2(B2)
R1,R2

R1, D2(X2, B2)
R1, D2(X2, B2)
R1, R2

R1, D2(X2, B2)
D1(B1),12

D1(L, B1), D2(B2)

D1(L1, B1), D2(L2, B2)
R1

D1(B1)
R1,D2(B2)
R1, D2(B2)

R1, D2(B2)

R1,D2(B2)
R1, D2(B2)
R1,D2(B2)

R1,D2(B2)

R1, D2(B2)
D1(B1)

R1, D2(X2, B2)
R1,D2(X2, B2)
R1, D2(X2, B2)
R1,R3, D2(B2)
R1,R2
R1,D2(X2, B2)
R1, D2(X2, B2)
R1,R2

R1, D2(X2, B2)
1

D1(B1)

D1(B1)

D1(B1)

DI(B1), 2

DI(L, B1), D2(B2)
DI(L, Bl), D2(B2)

DI(L1, B1),D2(L2, B2)

CODE

1A
54
4A
1E
SE
14
54
94
D4
05
45
07
47
06
46
86

87

F3

DECIMAL FEATURE INSTRUCTIONS

Add Decimal
Compare Decimal
Divide Decimal
Edit

Edit and Mark -
Multiply Decimal
Subtract Decimal
Zero and Add

AP

CP

DP
ED
EDMK
MP

sp
ZAP

DIRECT CONTROL FEATURE INSTRUCTIONS

Read Direct
Write Direct

PROTECTION FEATURE INSTRUCTIONS
Insert Storage Key

Set Storage Key

RDD
WRD

ISK
SSK

SI
SI

RR
RR

FLOATING-POINT FEATURE INSTRUCTIONS

Add Normalized
(Long)
Add Normalized
(Long)
Add Normalized
(Short)
Add Normalized
(Short)
Add Unnorm-
alized (Long)
Add Unnorm-
alized (Long)
Add Unnorm-
alized (Short)
Add Unnorm-
alized (Short)
Compare (Long)
Compare (Long)
Compare (Short)
Compare (Short)
Divide (Long)
Divide (Long)
Divide (Short)
Divide (Short)
Halve (Long)
Halve (Short)

Load and Test (Long)
Load and Test (Short)

Load Complement
(Long)

Load Complement
(Short)

Load (Long)

Load (Long)

Load Negative (Long)
Load Negative (Short)
Load Positive (Long)
Load Positive (Short)

Load (Short)
Load (Short)
Multiply (Long)
Multiply (Long)
Multiply (Short)
Multiply (Short)
Store (Long)
Store (Short)
Subtract Norm-
alized (Long)
Subtract Norm-
alized (Long)
Subtract Norm-
alized (Short)
Subtract Norm-
alized (Short)
Subtract Unnorm-
alized (Long)
Subtract Unnorm-
alized (Long)
Subtract Unnorm-
alized (Short)
Subtract Unnorm-
alized (Short)

N ADR
N AD
N AER
N AE
AWR
AW
AUR

AU
CDR

CER
CE

N DDR

N DD

N DER

N DE
HDR
HER
LTDR
LTER

LCDR

LCER

RINEEEEERAT § SEIINORARERER 2 8 5 R 5 R B
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D1(L1, B1), D2(L2, B2)
D1(L1, B1), D2(L2, B2)
D1(L1, B1), D2(L2, B2)

DI(L, B1), D2(B2)
DI(L, B1), D2(B2)

D1(L1, B1), D2(L2, B2)
D1(L1, B1), D2(L2, B2)
D1(L1, B1), D2(L2, B2)

D1(B1),12
D1(B1),12

R1,R2
R1,R2

R1,R2

R1, D2(X2, B2)

R1,R2

R1,D2(X2, B2)

R1,R2

R1,D2(X2, B2)

R1,R2

R2, D2(X2, B2)

R1,R2
R1

R1,R2

R1, D2(X2, B2)

R1,R2

R, D2(X2, B2)

R1,R2
R1,R2
R1,R2
R1,R2

R1,R2

R1,R2

R1,R2

R1,D2(X2, B2)
R1,R2

R1,R2

R1,R2

R1,R2

R1,R2
R1, D2(X2, B2)

R1,R2

R1, D2(X2, B2)

R1,R2

R1, D2(X2, B2)
R1, D2(X2, B2)

R1, D2(X2, B2)
RI,R2

R1, D2(X2, B2)

R1,R2
R1, D2(X2, B2)
R1,R2
R1, D2(X2, B2)
R1,R2
R1, D2(X2, B2)

R1, D2(X2, B2)
'R2
R1, D2(X2, B2)

85
84

09
08

2A
6A
3A
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